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Abstract

In the last years, the number of data sources providing Linked Data has
grown to over 300. Joining this data to obtain a holistic view of some entity
is one of the key promises of Linked Data. But integrating data from different
stores has become one of the biggest challenges for the vision of a Semantic
Web. Especially the inter-linkage of instances describing the same real-world
object is not as extensive as it should be. To overcome this drawback, instance
matching systems that automatically create owl:sameAs links between the data
stores have been proposed.
According to existing benchmarks, the matching quality have reached a satis-
fying level. However, our analysis has shown that, comprising data from just
one or two data stores, these benchmarks are not really representative for the
existing Linked Data. No transitive links are possible on such data. For a more
accurate measurement, we have created a large real-world data set, containing
9 data stores from the Linked Open Data cloud, and evaluate the performance
of two state-of-the-art instance matching systems.
The results show that the quality, indeed, has reached a high precision. How-
ever, an analysis of the transitive closures shows that more than half of the
created links are wrong. Focusing on the error sources, we propose several ap-
proaches to tackle these quality issues. Out of all analyzed approaches, Markov
Clustering leads to an improvement of over 30% of precision on the owl:sameAs
links in the transitive closure.
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Zusammenfassung

Die Anzahl der Linked Data Anbieter ist in den letzten Jahren auf über
300 gestiegen. Diese Daten zusammenzufügen um ein ganzheitliches Bild von
einer Entität zu bekommen ist eines der Hauptversprechen von Linked Data.
Inbesondere das Integrieren von Daten aus verschiedenen Quellen ist eines der
größten Probleme, um die Vision eines Semantic Webs zu erreichen. Im Be-
sonderen die Verknüpfung von Instanzen, die dasselbe Objekt beschreiben ist
weniger weitreichend als es sein sollte. Um diesen Missstand zu beheben, wur-
den Instance Matching Systeme zum automatischen Erstellen von owl:sameAs
Verknüpfungen zwischen den Datenanbietern vorgestellt. Gemäß existierenden
Benchmarks hat die Matching Qualität ein zufriedenstellendes Niveau erreicht.
Allerdings haben unsere Analysen gezeigt, dass diese Benchmarks mit Daten
aus nur ein bis zwei Quellen nicht repräsentativ für vorhandene Linked Data
sind, weil keine transitiven Verlinkungen zwischen den Daten möglich sind. Als
ein korrektes Maß haben wir einen großen Datensatz von neun verschiedenen
Datenanbietern der Linked Open Data Cloud erstellt, und evaluieren die Leis-
tung von zwei modernen Instance Matching Systemen.
Die Ergbnisse zeigen, dass die Qualität tatsächlich eine hohe Precision hat. Al-
lerdings zeigt die Analyse des Transitiven Abschlusses, dass mehr als die Hälfte
dieser erstellten Verbindungen inkorrekt ist. Wir stellen einige Lösungsansätze
zum Beheben dieser Qualitätsprobleme vor, indem wir uns auf Fehlerquellen
konzentrieren. Von allen Ansätzen die wir analysiert haben, führt Markov Clus-
tering zu einer Verbesserung der Precision der owl:sameAs Verknüpfungen von
über 30%.
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1 Introduction

The vast amount of data available on the World Wide Web (WWW) today
has completely changed the way we search for information. If only about 20
years ago one would go to the library to look for information, today one can
use Google to search the internet. When for example searching for information
about the publications authored by Adam Smith, the father of our modern eco-
nomics, one would type ”Adam Smith publications” into Google. The search
engine would perform a key word search on a large amount of indexed Web
pages. As a result, a list of documents that are considered to be relevant with
regard to the query would be returned. In the top results a page from Wikipedia
with an article containing information about Adam Smith appears, see Figure
1.1. The page is structured in various parts containing biographic information,
a picture of him, information about his work and his publications. To answer
the information need, one has to read the Web page manually. Stating a con-
crete question to Google would not result in a satisfying answer, since it is not
able to understand the meaning of the query and the Web pages. In the last
years, question answering systems like IBM Watson1 have been developed to
take on this task. Watson can answer natural language questions, like a librar-
ian could do. For this purpose it uses a large knowledge base of structured
information. Compared to that, searching information on the Web would be
more efficient, if complex queries (Give me a list of all articles written by Adam
Smith before the age of 50.) could be answered.

Figure 1.1: The Wikipedia article of Adam Smith from http://wikipedia.org/

resource/Adam_Smith

To overcome this drawbacks, Tim Berners-Lee had an idea of how to improve

1http://www.ibm.com/smarterplanet/us/en/ibmwatson/
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1 Introduction

the WWW by building a more structured source of information in a database-
like fashion. He stated his vision of the future of the WWW in his book Weaving
the Web as the following [4]:

I have a dream for the Web [in which computers] become capable
of analyzing all the data on the Web – the content, links, and trans-
actions between people and computers. A ”Semantic Web”, which
makes this possible, has yet to emerge, but when it does, the day-
to-day mechanisms of trade, bureaucracy and our daily lives will be
handled by machines talking to machines. The ”intelligent agents”
people have touted for ages will finally materialize.

Berners-Lee’s idea is to connect not only documents carrying all the informa-
tion, but having typed links with more semantics between the data itself [4,5,7].
Data in this context is representing real-world objects connected with links to
each other. This structured form of knowledge representation is called Linked
Data.
The entity of Adam Smith is represented through a Uniform Resource Identifier
(URI) in Linked Data. Adam Smith is connected to other entities using links
(Figure 1.2). We have the entities Adam Smith, Wealth of Nations, Kirkcaldy
and Great Britain connected with links having a meaning. The entities together
with the links form triples consisting of subjects, predicates and objects form-
ing statements about the entities:Adam Smith is author of Wealth of Nations,
Kirkcaldy is in Great Britain and also statements like Wealth of Nations was
published in 1776. These statements together form a graph of knowledge, con-
necting various entities together with information about them. These entities
are called instances.
The query from above could be easily answered by traversing the graph. First,
the instance Adam Smith with his birthday would be identified. Then the arti-
cles and books he has written with their date of publication can be identified.
This information altogether can be used to create a list of all writings Adam
Smith has published before he was 50 years old.

Figure 1.2: Knowledge about Adam Smith represented in a Linked Data graph.
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The Linked Open Data (LOD) project was founded in 2007 to collect all
openly available Linked Data. Until today more than 300 datasets have inde-
pendently evolved, consisting of more than 500 billion triples [27]. They contain
knowledge from various domains like movies, persons, geography, music, life sci-
ence and publications.
Information about Adam Smith can be contained in several LOD stores. For
example two data stores A and B could contain semantically identical informa-
tion. Data store A contains a statement ”Adam Smith birthday 7/17/1723”,
but data store B on the other hand would express the same information dif-
ferently: ”Adam Smith date of birth 7/17/1723”. This difference in expressing
the same information in different ways is called vocabulary flexibility. The ad-
vantage of this flexibility is that everybody can publish information without
complying to standards. On the other hand, this flexibility of expressing the
same information in different ways is leading to heterogeneity of Linked Data.
This heterogeneity has been identified as one of the major problems in Linked
Data by several pioneers of the Semantic Web community [4, 6, 7, 23]. Differ-
ent data stores of Linked Data can contain various information about Adam
Smith. The possibility of searching all this information sources at the same
time is one of the advantages of Linked Data. To have the possibility of using
the data in a linked fashion, data describing the same real-world object has to
be connected. The owl : sameAs predicates, introduced by the W3C, can be
used to express the identity of data in different stores [35]. Given an instance
of Adam Smith in data store A and one in data store B, it is possible to say
Adam Smith in A owl:sameAs Adam Smith in B, when they describe the same
real-world object. Unfortunately, the available Linked Data is only sparsely
inter-connected [15]. To overcome this, new owl:sameAs links can be created.
The problem of finding links between the heterogeneous data stores is known
as Instance Matching. Nowadays, several systems exist that take triples from
various data stores as an input to find corresponding instances in the data and
return matches together with similarity values [8,34,38,40,45]. The aforemen-
tioned heterogeneity requires complex approaches for matching the data. In
2009, a benchmark2 for evaluating instance matching systems was build [18].
Every year instance matching systems are given the possibility to participate
in the OAEI benchmark as part of the International Semantic Web Conference.
The benchmark consists of five test cases where corresponding instances in two
different small datasets, containing about 1500 triples each have to be detected
by the systems. Even though almost every system has achieved perfect results
in the previous years’ benchmarks, the inter-linkage of instances in the LOD
is not satisfying yet. We believe that in fact instance matching is not ready
for reliable data inter-linking. In our opinion the OAEI benchmark is fails to
measure the performance of real-world data inter-linking.
In contrast to the more than 500 billion triples, the 1500 triples are only a small
fraction of the LOD. The OAEI benchmark offers only pairwise comparisons of
two data sources, which has one major drawback: The data stores A and B con-
tain one instance about Adam Smith each and the data stores C and D contain

2http://www.instancematching.org/oaei/
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1 Introduction

instances about the entity Adam Schmidt. An instance matching system could
create the matches between A and B, B and C and C and D. Obviously, the link
between A and B and the link between C and D are correct, the other one is
incorrect. When computing the transitive closure of the resulting owl:sameAs
links six new links would be created. All of these links are obviously incorrect,
although only one link of the three original links has been wrong. The amount
of data sources being matched has an quadratical effect on the quality of the
transitive closure. Hence, instance matching on web-scale would lead to poor
results. We believe that a benchmark for instance matching should offer the
possibility to match data from several real-world data stores.
To overcome the drawbacks of the OAEI benchmark, we extracted data from
nine heterogeneous data providers with more than 7 million triples from the
LOD to perform tests on. We let two top systems, PARIS [40] and SLINT+ [38]
make matchings on our data set. SLINT+ reports precisions over 0.96 on data
from Freebase and DBpedia. PARIS even achieved 1.0 precision and 1.0 recall
on OAEI data sets. On the real-world data set, both systems achieve very good
results with a precision of over 0.80. On the other hand, the quality of the
transitive closure, with more than every second match found being incorrect,
is fatal (see also Homoceanu et al. [27]). Such results are not sufficient for
fostering the bad inter-linkage.

The Problem of Transitivity in Instance Matching Our observation of bad
quality in transitive closures motivated us to perform a detailed analysis of the
problem.
Instance matching has been studied under the name of duplicate detection or
entity reconciliation for several years in the database community [11, 17]. The
problem of transitive closures has only been addressed by few publications [24].
To our knowledge, the transitivity problem for instance matching in Linked
Data has only been considered by the matching system LINDA [8]. In the
experiments LINDA achieves an overall precision of about 0.80, but in a large-
scale experiment, the precision is only 0.66. A matching system that creates
owl:sameAs links from which every third one is incorrect, is not sufficient for
reliable data inter-linking.
The quality of the results of LINDA are bad in comparison to the results
achieved by other systems in the OAEI benchmark. We believe LINDA does
not perform worse than other instance matching systems, but that the OAEI
benchmark is not sufficient for reliable data inter-linking.
Our experiments show a similar quality for PARIS and SLINT+ on our real-
world data set. We believe that solving the transitivity problem in instance
matching would improve the overall quality of the systems to a reliable level.

Structure of the Thesis In Chapter 2, we introduce the four principles on
which the idea of Linked Data is built. These principles are implemented
through the RDF standard for representing knowledge as Linked Data and
the SPARQL language for querying the data. We give an overview of exist-
ing Linked Data available nowadays together with information about impor-
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tant data providers. The flexibility with regard to the vocabulary leads to
heterogeneity of the data. To use all Linked Data in a database-like fashion
the knowledge have to be inter-connected. Our main focus in this chapter
is the inter-linkage of instances representing the same real-world object with
owl:sameAs links.

The inter-linkage of instances in Linked Data, also known as the Instance
Matching Problem is introduced in Chapter 3. We provide a detailed analysis
of problems in instance matching. In 2009, the OAEI benchmark was estab-
lished to compare the performance of systems for the matching task. In our
opinion, the benchmark is not representing the heterogeneity problems in the
LOD. Therefore, we propose a real-world data set extracted from the LOD. Af-
terwards, we perform evaluations with two state-of-the-art instance matching
systems on this data set and discuss the results.

We provide an overview of related work to instance matching in Linked Data
in Chapter 4. We start with a description of schema matching in databases.
Hung et al. propose crowd sourcing techniques for validating the results [28] of
the matchings.
Afterwards, we come to duplicate detection, the task of finding identical en-
tries in databases. In some publications the transitive closure of the matches is
considered as a problem. Particularly interesting in this context is the work by
Hassanzadeh et al. [24] using clustering techniques for duplicate detection. In
the last part we present several state-of-the-art instance matching systems for
Linked Data.

The quality problem with transitive closures in instance matching is analyzed
in more detail in Chapter 5. Our goal is to provide an overview of the sources
of errors in instance matching. First, we analyze the influence of the closure
with regard to the overall number of results and later on present an overview
of problems that need to be solved for reliable inter-linking.

We provide several ideas for solving the transitivity problem in Linked Data.
We start with simple approaches: Removing the edges with minimum simi-
larity values, analyzing highly connected components in the result set and an
approach from community detection. Additionally, we evaluate the performance
of Markov Clustering on instance matching results. Our approaches provide a
big improvement with regard to the quality of transitive closures. Detailed re-
sults are presented in Chapter 6.
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2 Linked Data

In this chapter, we will describe Linked Data in more detail. First, we introduce
the model for representing knowledge in Linked Data which is built on four ba-
sic principles. This data can be accessed with the SPARQL query language.
We consider the example query from the introduction and present how a cor-
responding query for Linked Data looks like. Afterwards, we give an overview
of the amount of Linked Data available nowadays. In this context, we provide
information about some of the most important LOD stores. Then we come to
the major issue in the LOD: The heterogeneity of the data. The data providers
for Linked Data have the flexibility of using their own vocabulary for expressing
information. This makes it difficult to use the LOD like one big database. To
provide the possibility for the usage of all this data, links between the data
stores can be created. Unfortunately, creating those links automatically leads
to a lot of new problems.

2.1 What is Linked Data?

Linked Data is machine-readable data that can be queried like a normal database.
Therefore, more complex queries can be stated. It is built on four basic princi-
ples postulated by Tim Berners-Lee in his book Weaving the Web [4]:

1. Use URIs as names for things

2. Use HTTP URIs so that people can look up those names

3. When someone looks up a URI, provide useful information, using the
standards

4. Include links to other URIs, so that they can discover more things

Uniform Resource Identifiers (URIs) are used to identify objects in Linked
Data. Hence, every entity in the LOD cloud has its unique name for identifi-
cation. The usage of HTTP URIs has the advantage that every web user can
access this information via a browser like any other website. The fourth princi-
ple offers the possibility to navigate from one thing to another thing. Thus, a
user can surf through Linked Data like he can in the classical World Wide Web.
To implement these basic principles a standard of knowledge representation has
been designed.

Resource Description Framework The Resource Description Framework (RDF)
is an XML based specification designed by the W3C to represent data as Linked
Data. At the same time, it implements the four basic principles. RDF is the
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2 Linked Data

Table 2.1: Four RDF triples extracted from http://dbpedia.org/resource/Adam_

Smith and http://dbpedia.org/resource/Kirkcaldy.
Subject Predicate Object
http://dbpedia.org/page/Adam_Smith http://dbpedia.org/ontology/birthPlace http://dbpedia.org/resource/Kirkcaldy

http://dbpedia.org/page/Adam_Smith http://dbpedia.org/ontology/birthDate 1723-06-05
http://dbpedia.org/page/Adam_Smith http://dbpedia.org/ontology/author http://dbpedia.org/resource/The_Wealth_of_Nations

http://dbpedia.org/resource/Kirkcaldy http://dbpedia.org/ontology/country http://dbpedia.org/resource/United_Kingdom

main component to describe semantic knowledge for the Semantic Web. It
is based on simple language-like statements about objects from the real-world
consisting of subjects, predicates and objects. Each subject is an URI denot-
ing an entity, objects can be entities or literals. The predicate is also an URI
describing the relation between subject and object.

In DBpedia [1], one of the biggest data stores of the LOD cloud, RDF triples
describing Adam Smith like we already did in the previous chapter (Figure
1.2) can be found (Table 2.1). The table contains four triples with the follow-
ing meaning: Adam Smith is born in Kirkcaldy, Adam Smith is born on the
06/05/1723, Adam Smith is the author of Wealth of Nations and Kirkcaldy is
in the country United Kingdom.

The URIs in DBpedia for Adam Smith, The Wealth of Nations, Kirkcaldy
and the United Kingdom can be accessed via HTTP. The first triple together
with the last triple forms a chain of two triples linking from Adam Smith to the
United Kingdom. Taking all these links into consideration long chains of links
can be found which connects information on a semantic level. In sum, DBpedia
implements the four basic Linked Data principles.

Some more standards for building one big Web of Data have been created.
First and foremost, standardized predicates for expressing logical relations be-
tween entities are provided. The most common property of these is rdf:type
which is used to express the membership of an entity to some class. For exam-
ple in the case of Adam Smith, it is possible to express that he belongs to the
class of persons. Classes and ontologies of classes cannot be expressed in RDF
itself, but with the extended specification RDF-Schema (RDFS) and with the
Web Ontology Language (OWL). They define vocabulary for classes and class
hierarchies. We extend the example from above: Kirkcaldy rdf:type British City
and British City rdfs:subClassOf City. The first triple states the membership
of Kirkcaldy to the class of British cities, the second triple states that British
cities are cities.
All these triples with statements about real-world objects together with an
ontology of classes make up a big graph of knowledge accessible via HTTP.

Querying RDF data with SPARQL Querying this RDF graph is performed
using the SPARQL Protocol And RDF Query Language (SPARQL) which is
an SQL-like query language for RDF-data. Since 2008, it is the official W3C
recommendation1 for querying RDF data.

1http://www.w3.org/TR/rdf-sparql-query/
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2.2 The Linked Open Data Cloud

The query mentioned in the introduction (Give me a list of all articles written
by Adam Smith before he was 50 years old) would be the following in SPARQL:

SELECT ?title

WHERE {

<http :// dbpedia.org/page/Adam_Smith > <http :// dbpedia.org/ontology/

author > ?book.

<http :// dbpedia.org/page/Adam_Smith > <http :// dbpedia.org/ontology/

birthDate > ?birthdate.

?book <http :// dbpedia.org/property/title > ?title.

?book <http :// dbpedia.org/property/pubDate > ?publicationdate.

FILTER(year(? publicationdate) - year(? birthdate) < 50)

}

The SELECT and WHERE is similar to the SQL syntax, but the WHERE
clause is consisting of triples with variables indicated by the ? in front. We
project on the titles of the publications by selecting ?title. The WHERE clause
consists of triples with variables and some fixed values for either subject, pred-
icate or objects. These triples are evaluated against the triples in the database
and valid assignments for the free variables are found. FILTER is an additional
attribute to restrict the variables. In this case the publication date cannot be
more than 50 years from the birth date of the author Adam Smith.
Using this SQL-like query language, information can automatically extracted
from different Linked Data providers.

2.2 The Linked Open Data Cloud

The Linked Open Data project was founded in 2007. Its goal is to identify
Linked Data on the Web and convert it following the Linked Data principles [7].
Nowadays, more than 300 data providers have been published Linked Data on
the Web. All these organizations provide information in the RDF-format and
try to interlink it with the data of other participants. Today, the LOD consists
of over 500 billion triple and 177 million different entities from different domains.
The whole LOD can be accessed on http://lod.openlinksw.com/sparql/.
The datahub.io project2 collects all public Linked Data and offers links for
downloading it. More detailed statistics on the LOD cloud can be found at
http://stats.lod2.eu/.

Some of the data stores provide specific domain information like knowledge
about media, biology, geography, literacy or science publications and some big
data stores provide cross-domain knowledge in a Wikipedia-like fashion. Users
should be given the possibility to combine the knowledge of all these data stores
by querying and searching them all together. For this purpose the data has to
be linked with each other. This inter-linkage can be illustrated in a graph-like
fashion, see Figure 2.1. The bigger the circle of the data store is, the more
triples it contains. As it can easily be seen, DBpedia is positioned at the center
of the graph [1]. Most of the datasets provide some type of link to resources in

2http://datahub.io
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2 Linked Data

DBpedia and DBpedia has links to many other resources, making it the best
inter-linked data set.

Figure 2.1: The Linked Open Data Graph from 09/2011 from http://lod-cloud.net.

In the following we introduce some of the most prominent data stores:

DBpedia DBpedia [33] is a project by German universities who extract data
from Wikipedia. It provides Linked Data in 119 different languages. The
3.2 millions entities are structured in an ontology with 529 classes, covering
knowledge from various domains. DBpedia offers owl:sameAs links between
between all language instances of an entity within itself. Its inter-linkage to
other data stores is better than the inter-linkage of every other data store, see
Figure 2.1. That is why Auer et al. refer to DBpedia as the nucleus of the
web [1]. Detailed information on the inter-linking can be found on the DBpedia
website 3.

Freebase Freebase [9] is one of the biggest providers of Linked Data and the
biggest provider of cross-domain Linked Data on the web available nowadays.
It was founded in 2007 by Metaweb Technology which was aquired by Google
Inc. in 2010. The Google Knowledge Graph relies on Freebase. It is accessable
via a SPARQL endpoint and a downloadable RDF data dump. We used the
data dumb from Febuary 3, 2014 [21] which contains 2,445,742,062 triples.

YAGO YAGO was developed by the Max-Planck-Institut in Saarbrücken, Ger-
many and like DBpedia extracts most of the information from Wikipedia [41].

3http://wiki.dbpedia.org/Interlinking
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2.3 Heterogeneity in LOD

Their purpose was to build a high quality Linked Data store, offering a rich tax-
onomy and information about the temporal and spatial dimension. It provides
knowledge about 10 million entities with 447 million facts with a taxonomy con-
sisting of more than 350,000 classes and subclasses extracted form Wikipedia
and Wordnet [42]. The correctness of YAGO has been validated by sampling
and is stated with a precision of at least 95%. Hoffart et al. proposed adding
temporal and spatial information to every fact and entity where possible to
allow new possibilities for querying [26].

bio2rdf BIO2RDF is an open-source project from 2008 [3]. Belleau et al.
observed that there were various bio-informatics databases spread on the web,
all using different formats and being hardly inter-linked. Their plan was to
build a system that converts the data from all big bio-databases to the RDF
format and build links between them. All bio2rdf data sets are inter-linked with
each other, but all of them just use custom links and no owl:sameAs links.

LinkedMDB LinkedMDB is the first Linked Movie database on the web. It
was created by Hassanzadeh et al. [25] in 2009. Their idea was to build a
high quality RDF data source for movies. The data was extracted from other
big Linked Data stores and big movie databases on the web. The founders
put special emphasis on a good inter-linkage to other data stores using state-
of-the-art techniques for matching. We downloaded the latest RDF dump of
LinkedMDB from 2010 provided by one of the authors. The number of triples in
LinkedMDB is 6,148,121 and the number of entities is 503,242. The number of
links to DBpedia is only 30,354. Unfortunately there are not only owl:sameAs
links between instances, but also a lot of foaf:page links to other resources. For
every instance in LinkedMDB a foaf:page link to a corresponding instance in
Freebase exists.

Project Gutenberg Project Gutenberg is the first project collecting free ebooks
on the WWW and providing them for download. It was founded by Michael
Hart in 1971. The bibliographic data of the collection is provided in RDF for-
mat. The RDF dump from April 4, 2014 contains 6,225,436 triples and. The
data store itself contains no owl:sameAs out-links to any other data store. But
other stores like DBpedia have owl:sameAs links to Project Gutenberg.

2.3 Heterogeneity in LOD

One property of the WWW architecture is, that everyone can publish informa-
tion without any restrictions [32]. Following that principle the W3C has not
provided a standard on how to publish information on the Semantic Web.
The statements in Table 2.2 express when Adam Smith is born in total different
ways. This different use of expressing the same information is called vocabulary
flexibility. We observe that knowledge about the same real-world object can be
expressed on several ways. First of all different URIs for corresponding data are
used. Properties of these entities are described through different vocabularies.
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DBpedia uses URIs that can already be understood by humans, because the
name of the real-world object is inside the URI, Freebase, on the other hand,
uses some cryptic id.
There is no standard format for expressing information. In our example even
the format for the date is expressed differently. Additionally the data is very
sparse. YAGO for example just provides the year of birth, and not the month
and day like the other stores.

Table 2.2: Different statements about the birthday of Adam Smith from DBpedia,
Freebase and YAGO.

Subject Predicate Object
http://dbpedia.org/page/Adam_Smith http://dbpedia.org/ontology/birthDate 1723-06-05
http://rdf.freebase.com/m/0tfc http://rdf.freebase.com/people/person/date_of_birth 6/5/1723
http://yago-knowledge.org/resource/Adam_Smith http://yago-knowledge.org/resource/wasBornOnDate 1723-##-##

Additionally, every data store has a different number of triples describing an
object. In the case of Adam Smith, Freebase has 832 triples, DBpedia has only
495 triples and YAGO contains 326 triples. Freebase describes 198 properties,
DBpedia 38 and YAGO only contains statements about 15 different proper-
ties of Adam Smith. Especially small data stores like LinkedMDB or Project
Gutenberg in many cases provide less than 10 attributes per entity.
All in all, many types of heterogeneity can be observed in Linked Data which
introduces a lot of problems when trying to use data from several stores to-
gether.

Linking Data in Semantic Web Several data stores containing information
about the same real-world object have been created (see Table 2.2). Inter-
linking this data is a key requirement for the Semantic Web. The Ontology
Web Language standard by W3C offers different predicates to link the data. For
the integration of ontologies from different Semantic Web sources for example
the owl:equivalentClass statement is provided. Our analyzes have shown that
is hardly used in practice. We have analyzed a subset of 9 LOD sources with
more than 7 million triples from which none contained the owl:equivalentClass
predicate.

Another big step for integrating different schemas and properties used of
Linked Data, would be a dictionary to translate between the predicates used
by the providers. owl:equivalentProperty expresses a relation between two dif-
ferent predicates, when they have an equivalent meaning. For our example
from Table 2.2 a triple expressing the identity of the birth date between Free-
base and DBpedia would be: http://dbpedia.org/ontology/birthDate owl:
equivalentProperty http://rdf.freebase.com/people/person/date_of_birth.
So far nearly no data provider has started using this property. Our extracted
data set did not contain any triple containing owl:equivalentProperty.

Even more important for the data is the linkage between the millions of en-
tities which are spread over the whole LOD Cloud. Instances that contain
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2.3 Heterogeneity in LOD

information about the same real-world object, should be linked. In the case
of our example (Table 2.2) identity links between all three resources should
exist, to express that all three URIs describe the same Adam Smith. This
inter-linkage offers the possibility to query the three data stores together. The
inter-linkage of instances is one of the big challenges in the Semantic Web com-
munity [5–7]. The OWL standard offers the owl:sameAs property to make
statements about the identity of resources [35]. All entities that are linked to-
gether via owl:sameAs are identical according to the OWL standard.

The topic of identity has been discussed by philosophers for many years.
One famous definition by Leibnitz, the so called ’Leibnitz Law’ states that
two things A and B are identical if and only if no property can be found
that they do not share [46]. Even though the Leibnitz Law seems to be
very clear and simple property, it carries some problems within. Melo [14]
has shown that any distinct physical entities are similiar in infinitely many as-
pects, and at the same time dissimilar in infinitely many aspects. In the LOD
datastore LinkedMDB for example there is more than one instance describing
Martin Scorsese. One instance (http://data.linkedmdb.org/page/actor/29575 )
is describing him as an actor and another one is describing him as an pro-
ducer (http://data.linkedmdb.org/page/producer/9726 ). Obviously these two
instances represent the same real-world person, but on a different granular-
ity compared to the fact that DBpedia only contains one instance for Adam
Smith [27]. It is unclear if following the strict semantics from the OWL standard
those instances should be linked via a owl:sameAs link or not. One important
statement about identity and therefore also sameAs links can be made, they
both are reflexive and transitive.

Unfortunately this strict criteria of identity is not followed by all data providers
[23], therefore about 500,000 wrong used owl:sameAs links are on the Web in
2013 [14]. In many of these cases links are used for very similar, but not iden-
tical entities. Halpin et al. [23] even found out that only 51% (±21%) of the
evaluated links were correct.
Melo [14] proposed a new approach for finding and deleting these incorrect links.
They assume that two resources linked transitively even though they belong to
the same data source, cannot be identical. Hence, it exists at least one path
connecting them where at least one owl:sameAs link has to be removed to sep-
arate the incorrectly linked instances. In graph theory separating two nodes in
a graph is known as the cut problem and finding an optimal cut is known to be
NP-hard and APX-hard [12]. Melo uses a linear program to find this optimal
cut and remove the incorrectly linked owl:sameAs link.

Ding et al. [15] made more detailed analyzes of the deployment of owl:sameAs
links on the Billion Triple Challenge 2010 dataset. They extracted 8,711,398
owl:sameAs links connecting 6,932,678 resources. The graph formed by the
owl:sameAs links consists of 2,890,027 connected components, where the aver-
age size of these is only 2.4. Most components have only size 2 or 3. Some big
and 41 huge components with hundreds of instances and even 2 with thousands
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of instances were found. Most of the bigger components have a star-shape,
where one resource is located well connected in the center.
Even though the number of owl:sameAs links in the LOD cloud is already high,
the average component has only size 2.4. Together with the result of many links
being incorrect, this leads to the conclusion that there are still many instances
to be interlinked and many existing links that should be checked for correctness.

To overcome the problem of bad inter-linkage between entities, in 2009, the
project sameAs.org4 Ian Millard and Hugh Glaser was started to collect new
owl:sameAs links on the web [20]. They provide information about 53,054,359
distinct entities and 150,406,368 distinct URIs. On average this are about three
owl:sameAs links per entity. In our opinion this is a small number compared to
the number of entities and possible links in LOD. Our manual analysis of the
links has created the impression that the bigger part of these links is not even
correct.

To sum it up: The number of providers offering Linked Data has already
exceeded 300. Since there is no standard for publishing data, most data stores
use different vocabulary for expressing knowledge leading to very heterogeneous
data. And above all different data stores provide different information about
the same real-world object. The idea of Linked Data is to have all information
connected to each other, hence links between data providers are necessary. To
create those links the heterogeneity of the data is a big problem. Particularly
building owl:sameAs links is a major topic in Semantic Web research. They
should express identity between instances of different data stores, but are often
used wrongly. Nowadays, the LOD consists of millions of owl:sameAs links,
but a big part of them is incorrect. That is why we believe that finding new
owl:sameAs links is a very important for the vision of a Semantic Web.

4http://sameas.org
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3 Instance Matching and the
Transitivity Problem

The bad inter-linkage between instances in Linked Data is one of the main
problems. It is solved by creating new owl:sameAs links automatically. In
this chapter, we will formalize the problem of instance matching and describe
requirements for instance matching systems. We explain the drawbacks of the
state-of- the-art instance matching benchmarks for Linked Data by comparing
it to a data set more close to the real-world problem of instance matching.
Afterwards, we evaluate two state-of-the-art instance matching systems on this
real-world test data set.

3.1 The Instance Matching Problem

The LOD consists of several data providers containing knowledge about mil-
lions of instances. As mentioned above, the inter-linkage on instance level using
owl:sameAs links is not satisfying. Most of the links are only between the big
data stores like Freebase, DBpedia and YAGO. But links between smaller data
stores are not there and a big amount of the existing ones is wrong [15]. There-
fore, finding new links between corresponding instances from different data
stores is necessary. The problem of finding identity links between instances is
called Instance Matching.

Several systems performing instance matching by creating owl:sameAs links
have been proposed. Instance matching systems get RDF triples from several
data stores as an input. In nearly all cases the input consists of two files con-
taining triples from two different data stores that shall be linked together. The
system identifies the instances described by the triples in both files and makes a
pairwise comparison between all of them. String measures and other heuristics
on the attributes of the instances are used to compute similarity values between
0 and 1 for instance pairs. A similarity of 0.0 means that it is very unlikely
that they describe the same real-world object, a value of 1.0 on the other hand
means that it is likely they represent the same object.

We define a match between two instances when the similarity value is greater
than a certain threshold Θ:

match(URIi, URIj) :=

{
true ,sim(URIi, URIj) > Θ

false ,sim(URIi, URIj) ≤ Θ
(3.1)
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For example: Three instances from the data store DBpedia: dbpedia:Adam Smith,
dbpedia:Martin Scorsese, dbpedia:Titanic and three instances: freebase:Adam Smith,
freebase:Martin Scorsese, freebase:RMS Titanic from the data store Freebase
are given, see Figure 3.1. A system that would perform instance matching
on this 6 instances from two data sets could output similarity values for the
following three pairs: (dbpedia:Adam Smith, freebase:Adam Smith), (dbpe-
dia:Martin Scorsese, freebase:Martin Scorsese) and the third pair (dbpedia:Titanic,freebase:RMS Titanic).
While the first two matches have been performed correctly, the third match is
incorrect. The instance dbpedia:Titanic corresponds to the movie Titanic by
James Cameron, the corresponding instance for freebase:RMS Titanic on the
other hand contains data about the ship Titanic the movie is about. Clearly
those two instances are related, but not identical. If we would have chosen a
threshold of 0.90 we would only the consider the two correct links as matches
and therefore no incorrect link would be created. The choice of the right thresh-
old for matchings is difficult. Choosing low thresholds leads to a big number
of results, but with low quality. A high threshold on the other hand leads to a
result with mainly correct links, but a smaller result size.

Figure 3.1: On the left-hand side is the data store DBpedia with the three instances
Adam Smith, Martin Scorsese and the movie Titanic. On the right-hand
side the data store Freebase with the instances Adam Smith, Martin Scors-
ese and the ship RMS Titanic is shown. Two correct links between the
instances with similarity values of 0.98, 0.95 and one wrong link between
the ship Titanic and the movie Titanic with a similarity of 0.69.

Inter-linking instances of Linked Data is a very complex topic with many er-
ror sources. Especially the flexibility of vocabulary makes the process difficult.
Ferrara et al. [18] have performed a detailed analysis on the errors that occur
during instance matching. They observed three major categories of problems:

Data Value Differences: There are two possibilities for differences in data
values. It is possible that the data format of two values differs. The date format
May 12, 1989 and 12.05.1989 represent the same date, but in different represen-
tations. Since most information on the Web is created manually typographical
errors like Adam Smith and Adam Smitd can appear and have to be considered
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by the instance matching system.

Structural Heterogeneity: The property of a resource can be expressed on
different detail levels in different data stores. Given a property for a name in
the format Adam Smith in one store, the same property could be expressed
with separate attributes for the first name (Adam) and the last name (Smith).
This structural heterogeneity is a common characteristic of the data.

Logical Heterogeneity: If instances are part of an aligned ontology it is
possible that corresponding entities belong to different subclasses of the same
superclass or to disjoint classes. Adam Smith might be part in of the class
Person, on the other hand, another data store could also contains a resource
Adam Smith, but in this case it is part of the class Item. An instance matching
systems could align classes first, to later on only have to match instances from
equivalent classes.

Instance matching systems have to consider all kinds of possible problems
with the data which makes it a very hard task to achieve high quality results.
Especially data value differences are very common in Linked Data, since many
of the stores are built manually.

3.2 The Ontology Alignment Evaluation Initiative
Benchmark

In 2008 Ferrara et al. designed a benchmark for instance matching tasks [18]
which became part of the Ontology Alignment Evaluation Initiative (OAEI)
benchmark at the International Workshop on Ontology Matching at the Inter-
national Semantic Web Conference (ISWC) in 2009 for the first time. This was
the first possibility for instance matching systems to be evaluated on the same
gold standard.
In the first years data from real-world LOD providers like NewYorkTimes and
YAGO was extracted an used for a benchmark. Nowadays, the benchmark only
consists of data from DBpedia.

In the 2013 benchmark, four instance matching systems participated. For all
five test cases, their precision was very high (see Figure 3.2). For all thresholds
the recall and therefore the F-Measure was nearly 100%. This perfect results
bring up the question, if instance matching is ready for reliable data inter-
linking. For an answer to this question we take a deeper look into the setup of
the test cases.
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Figure 3.2: Results from the OAEI Instance Matching Track from 2013. Shown are dif-
ferent measures for the quality of the results for the participants SLINT+,
LogMap, RiMOM and LilyIOM for different thresholds.

The OAEI benchmark1 of 2013 consists of five test cases with data extracted
from DBpedia. A training set for every test case is provided to tune the pa-
rameters of the participating systems. For every test case an original dataset
with 430 resources and 1744 triples from DBpedia has to be matched to an
artificially modified version of this data. The data is modified regarding to the
important requirements postulated by Ferrara et al. [18].

The LOD cloud consists of hundreds of data stores containing heterogeneous
data that should be linked to each other. This yields to problems with transitiv-
ity that cannot be expressed with data from only one source, like in the OAEI
benchmark. When several data sets have to be linked by matching systems,
one wrong link in the matching results can mess up the results in the transitive
closure of it leading to very low quality.
Additionally the OAEI data only covers the domain persons, so the possibility
of making cross-domain matches is not given. For example creating wrong links
between a person and a drug would be fatal for later query results on the data.
Real-world LOD sources contain several entities from different domains. For
example DBpedia contains data from all domains and LinkedMDB only data
about movies and actors. However, not every movie described in LinkedMDB
is also described in DBpedia. In other words, some instances in LinkedMDB
have no matching partner in DBpedia. That is not only true for these two

1 http://www.instancematching.org/oaei/
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stores, but also for every other store in the LOD. Still, the OAEI benchmark
does not reflect this fact, because every instances in the test cases has exactly
one matching partner. Consequently, an instance matching system does not
need to decide if a possible match actually should be matched or not.
Additionally the size of 1744 triples is far off being close to the real-world sce-
nario of inter-linking the whole LOD cloud.
We believe that the OAEI benchmark is not appropriate to measure the re-
liability of instance matching systems for real-world Linked Data. Hence, we
created a new larger dataset for evaluation.

3.3 A Real-World Data Set for Evaluating Instance
Matching Systems

The drawbacks, we have observed in the existing benchmark for instance match-
ing were used to to create a new dataset which in our opinion includes all dif-
ficulties that occur in real-world data linking.
We extracted triples from 9 data stores of the LOD cloud : DBpedia, Free-
base, YAGO, Drugbank, PharmGKB, Project Gutenberg, LinkedMDB, British
National Bibliography and the New York Times. We chose this data sets to
provide entities from general knowledge providers like DBpedia and Freebase,
but also from expert knowledge providers like LinkedMDB and Drugbank.
This selection guarantees that at least four data sources contain knowledge
from the same domain. Thus, a high overlap of instances belonging to the same
domain is guaranteed. Another important point for taking instances describing
movies and describing books was that entities from both domains have similar
properties. For example many movies are based on some movie. Hence, they
share several attributes, like the title or the storyline. This similarity increases
the probability of creating incorrect cross-domain links between movies and
books.
In order to extract the data, we have have build a local database from 9 data
dumps we have downloaded from the providers’ websites. We extracted data
from domains represented in many of the data stores so that every domain is
covered by at least four of them, see Table 3.1. But just extracting random
entities would have lead to a small number of instances that actually describe
the same real-world object. To foster that, we extracted data ordered by their
labels. In the case of movies that means that we have ordered all entities in a
data store alphabetically by their label and than have extracted the first 10,000
of them. This leads to a high overlap with regard to instances between the data
we have extracted, but still assures that not every instance has a matching
partner in the other source.
With 9 different data stores with different vocabulary and ontologies, we tried
to address the lack of heterogeneous data stores in the OAEI benchmark.
Furthermore, we extracted 261,944 resources described through 7,330,456 triples.
This 1GB of Linked Data compared to the 1744 triples in the OAEI benchmark
is a much bigger subset of the entire LOD cloud.

To be as close to real-world instance matching we did not clean our data
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Table 3.1: The extracted classes per data source together with the number of instances
we have extracted.

Persons Movies Books Drugs Organizations
DBpedia 5,000 10,000 5,000 5,000 5,000
Freebase 5,000 10,000 5,000 5,000 5,000
YAGO 5,000 10,000 5,000 5,000 5,000
LinkedMDB 10,000 10,000
New York Times 4,978 3,081
Project Gutenberg 45,320
British National Bibliography 100,000
DrugBank 6,711
PharmGKB 3,107

from existing identity links. The number of owl:sameAs links in the data is
only 195,664 which on average is not even one owl:sameAs link per resource.
Most of these links are not between all 9 data stores (Figure 3.3), but within
DBpedia itself. Our dataset reflects the bad inter-linkage with owl:sameAs
links in the Linked Open Data cloud very clearly. Many of the data stores do
not restrict their instance links to owl:sameAs links, but also use foaf : page
or some dataset specific vocabulary to describe identity links. Like Auer et
al. proposed, DBpedia in our dataset is also the best interlinked store [1].
All owl:sameAs links found between the extracted entities link from or are in
DBpedia, see Figure 3.3.

Figure 3.3: Inter-linkage between the sources of our test dataset showing the number
of owl:sameAs links.

We extracted only real-world LOD data, so data value differences, logical
heterogeneity and structural heterogeneity are within the data. Furthermore,
the drawbacks we have pointed out have been included into the dataset. Our
goal was to stress the problems with transitive closures in instance matching by
extracting data from 9 data stores. For matching these, systems must not only
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to make one comparison, but pairwise comparisons between all stores, which
could lead to long chains of owl:sameAs being created.

3.4 Putting Instance Matching to the Test

The dataset described above consists of 9 different data sources had to be
matched by the chosen instance matching systems PARIS and SLINT+. Both
systems can perform matchings between one source dataset and another target
dataset. So we did pairwise comparisons of the 9 data sources which lead to 36
tests and 36 files of results for each system.

Precision and Recall We evaluate quality and performance of the results of
instance matching systems using standard measures from Information Retrieval
[2]. With regard to instance matching the definition slightly changes.
Precision is the number of correct results returned by the instance matching
systems in relation to the total number of results returned. A high precision
means that the number of correct results returned is bigger than the number
of incorrect results returned. Hence it measures the quality of the result.

Precision =
|correct results returned|
|all results returned|

Recall on the other hand is a measure for the quantity of results. It is
computed from the proportion of the number of correct results returned to the
maximum number of correct results in the data.

Recall =
|correct results returned|

|correct results|

Precision and Recall normally behave inverse to each other. A high quality
result with a high precision value in most cases entails a lower number of correct
results returned and therefore a smaller recall value. A high number of correct
results and a high recall, leads to a high number of returned results from which
a larger part is wrong, resulting in a lower precision.

We have extracted 261,944 instances from several real-world data stores of
the LOD cloud. The data already contains 195,664 owl:sameAs links which
are most likely correct. But for performing a detailed evaluation of instance
matching systems all possible links between corresponding instances must be
known. Since this is not the case in the extracted test data set, we had no
gold standard for determining the precision of the links created by the systems.
Manually analyzing all results is a task that would take several month. In other
publications, samples of a reasonable size have been used for evaluation [8].
Therefore, in this work we also take samples to provide an estimation of the
precision.
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3.5 The Instance Matching Results

We report the results of PARIS and SLINT+ on the real-world test data set.
PARIS returned 88,466 results, but containing many links to websites that are
no Linked Data resources. Additionally PARIS has output all owl:sameAs links
to instances of a different language for the same entity in DBpedia. We removed
all this links from the results manually which resulted in 78,274 remaining
results. The 222,025 results found by SLINT+ are already clean and can be
used for further analysis.
Our evaluation is performed for three different thresholds. 0.95 a standard
threshold used by the systems for obtaining a high precision, but also lower
threshold 0.75 and 0.50. We believe that an analysis of three thresholds provides
a good overview of the performance of the systems.

Table 3.2: Result sizes of both instance matching systems for the different thresholds
0.50, 0.75 and 0.95.

SLINT+ PARIS

0.95 10136 44361
0.75 17140 50776
0.50 34396 61674

Notable is the fact that even though the number of results found by PARIS
is about three times bigger than the number of results returned by SLINT+,
the average similarity value of PARIS is obviously higher. More than 50% of
the results returned by PARIS have a similarity value greater than 0.95, but
for SLINT+ under 5% of the results do. The exact numbers for the different
thresholds can be seen in Table 3.2.

The precision and recall of our first evaluation are presented in Table 3.3.
The quality of these results is kind of similar for both systems when consid-
ering the same threshold. For the highest threshold of 0.95 SLINT+ has a
precision slightly worse than the precision of PARIS, but the recall is only 0.17
in comparison to 0.79. Meaning that PARIS returned approximately 32,000
correct results more. For the lowest threshold, the absolute number of correct
returned results for SLINT+ rises to about 2315, which is 20,000 less than for
PARIS.
All in all, we observe that PARIS achieves a slightly higher precision in all ex-
periments, but a significantly higher recall.

The precision in this experiment has been determined by sampling the re-
sults of SLINT+ and PARIS, taking a random sample of size 100. In the case
of PARIS and the threshold of 0.50 we had 61,674 results from which about
0.70 were correct. The error rate of our sample with a confidence of 0.90 is
about 7.5%. For the other experiments the error rate is smaller due to the
smaller result size. To assure an evaluation with low error rate, a sample with
more than 1,000 pairs would have been necessary. That would have required
an additional work of several month.

24



3.5 The Instance Matching Results

Table 3.3: The sampled precision and recall for the instance matching systems PARIS
and SLINT+ on our test data set.

Theta SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.86 0.17 0.93 0.79
0.75 0.70 0.23 0.83 0.82
0.50 0.67 0.45 0.73 0.87

To our surprise, both systems has achieved high precision values on a real-
world data set extracted from the LOD. However, the recall values, especially
for SLINT+, are far from 100%.

Cross-Domain Links We have criticized the missing possibility of matching
instances from different domains in the OAEI benchmark. Since the real-world
data set contains several domains, we analyze the number of cross-domain links
that have been returned by PARIS and SLINT+ (see Table 3.4). SLINT+ cre-
ated 759 links between different domains at the highest threshold 0.95, PARIS
even created 2178. Most of the cross-domain links were found between books
and movies which is reasonable, because a lot of movies are produced on the
basis of a novel leading to a lot of similarities in the data. For the matchings
found between drugs and person no such explanations can be found, neverthe-
less PARIS found 392 matches of them.
We conclude that both instance matching systems created a significant number
of cross-domain links, which are obviously all incorrect.

Table 3.4: The number of cross-domain links returned by the instance matching sys-
tems.

PARIS SLINT+

0.95 2178 759
0.75 3258 1754
0.50 7117 4565

To our surprise, both systems performed well on our test data. Even though
the evaluations of the authors made us assume that PARIS might achieve a
much higher precision than SLINT+, it actually did only perform slightly bet-
ter than SLINT+. Notable is that PARIS achieved much higher recall values
which might be due to the fact that SLINT+ in most cases only used the
rdfs : label attribute to match the results. PARIS in comparison to that also
took other attributes into account.
Another drawback of both systems is the number of cross-domain links that
have been found of which all are wrong.

The next step is an detailed analysis of the transitive closures of the results.
We have stated that no evaluation made so far has taken into consideration a
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real-world scenario of instance matching with several data sources.

3.6 The Transitive Closure

A standard way of finding new owl:sameAs links in Semantic Web data is
computing the transitive closure of existing identity relations. For the en-
tity Adam Smith, instanced in the data stores DBpedia http://dbpedia.

org/resource/Adam_Smith, Freebase http://rdf.freebase.com/m/0tfc and
YAGO http://yago-knowledge.org/resource/Adam_Smith exist. Suppose
there already exist owl:sameAs links between DBpedia and YAGO and be-
tween DBpedia and Freebase, the identity link between YAGO and Freebase is
obviously correct.
In 1978, Tversky and Gati [43] studied the properties of similarity. One of their
famous examples showing that similarity is not transitive, is the following: We
consider the countries Cuba, Russia and Jamaica. Jamaica and Cuba are sim-
ilar because their geography. Russia and Cuba have been similar because of
their political systems, but Jamaica and Russia are obviously not similar.
But identity and therefore owl : sameAs links are obviously transitive. There-
fore, we evaluate the transitive closures of the matches returned by the instance
matching systems. In our experiments, SLINT+ and PARIS achieved very high
precision values when performing matches on our test data sets. To analyze the
transitive closure,we computed the closure for different thresholds and removed
all pairs that already have been in the original results.

Definition (Transitive Closure) The instances V together with the matches
returned by an instance matching system E form a weighted graph G = (V,E)
in the classical sense. The transitive closure of the matches E is defined as:

E+ = {(vi, vj) : vi, vj ∈ V }

The edges C = E+ \ E are new links created through the transitive closure,
not being in the original result and therefore have no similarity value. In the
following chapters, we will use the term transitive closure to describe only the
newly created links C.

The results of our evaluation are presented in Table 3.5. The size of the
closure increases significantly at lower thresholds, hence its influence on the
overall precision increases also. For the lowest threshold, both systems have
achieved a very low precision. In the case of SLINT+ the precision is only 0.17,
thus only every sixth link of the 17321 created ones is correct.The quality at a
threshold of 0.95 also is only 0.57. For the system PARIS the evaluation yields
similar results. At a threshold of 0.50 the precision is 0.31 and therefore nearly
twice better than the results of SLINT+, but for the other two experiments
the quality is nearly the same. The number of links created by the transitive
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closure for PARIS is comparable to SLINT+’s.

Summed up the results of our experiments show that the precision in the
closure is fatal, compared to the original results, we have observed above.

Table 3.5: The size and the precision of the transitive closure.

Theta SLINT+ PARIS
Precision results Precision results

0.95 0.57 5510 0.50 8049
0.75 0.40 10410 0.44 10898
0.50 0.17 17321 0.31 20822

To access the overall quality of the instance matching systems on our data
set, we have evaluated the results for the transitive closure together with the
links that originally have been created. In Table 3.6, we see the combined
precision and recall values. In contrast to the original results in Table 5.5 and
Table 5.6 we observe a small decrease in quality for the highest thresholds, but
a significant slump in the quality at low thresholds.

Table 3.6: Results for the overall precision and recall of the original results of the
matching systems combined with the matches for the transitive closure.

Theta SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.76 0.23 0.86 0.88
0.75 0.59 0.31 0.76 0.91
0.50 0.50 0.50 0.62 1.0

To compute the recall, the total number of correct links in the test data
set have to be known. If we consider the number links found by the instance
matching system PARIS together with the estimated precision and assume that
they are correct, we can give an estimation of the total number of correct results.
Of course, the actual number of possible links is much higher, which means that
the recall values we are presenting in this thesis are significantly higher than
they actually are. Our estimation for the correct number of links is computed
with the number of links produced by PARIS together with its precision and the
links we have created through the transitive closure together with its precision:

61674 · 0.73 + 20822 · 0.31 = 51477

Together with this number we overestimated the recall values for the systems.
However, the results of our evaluation give a good impression on the quality of
top instance matching systems.

Surprisingly, the overall results for both instance matching systems have a
high quality with a precision of over 0.85 on a big real-world data set. The
major problem we have observed with regard to the quality is caused by the
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bad quality results in the transitive closures. Both systems have achieved a
maximum precision value of about 0.50, so every second link being created is
wrong. However, solving the quality problems with the transitive closure could
also effect the overall precision of systems and therefore make instance matching
ready for a reliable data-interlinking.
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In the last chapter, we have observed several problems with regard to instance
matching of Linked Data. Particularly the computation of the transitive closure
lead to low quality results that are not sufficient for web-scale inter-linking. The
problem itself has been known for decades from other communities and several
solution approaches have been proposed. This chapter gives an overview of ap-
proaches starting with schema matching in databases and showing some crowd
sourcing ideas for solving the problem of closures. Afterwards we come to dupli-
cate detection in databases and recent approaches using clustering techniques
for it. The last part describes how instance matching systems work nowadays.

4.1 Schema Matching

One of the big problems in databases is the task of finding corresponding data
between schemas with different semantics. For schema matching two or more
databases representing the same information by having different tables and
attributes are given. The task is to find a mapping between corresponding at-
tributes and tables, so that later on the data can be integrated [39]. Due to
the complex fashion of the problem it is mainly solved manually with support
of automatic tools.
The two main approaches for solving the problem are schema-based approaches
and instance-based approaches. For schema-based approaches only names of
attributes and the structure of the schemas are used to match corresponding
parts. Instance-based approaches are closely related to instance matching in
Linked Data. They use information of the instances itself to find correspond-
ing attributes of the schema and build a matching. In practice often hybrid
approaches are favored.
Particularly interesting for our work is the matching process with more than
two schemas. In this case also transitivity becomes a problem. The standard
approach for schema matching is COMA [16] which is a platform for combin-
ing multiple schema matching systems. For combining multiple results from
schema matching systems they apply techniques for computing the transitive
similarity values of existing ones. When given three schemas S1, S2, S3 and sim-
ilarity values between S1 and S2 0.80 and between S2 and S3 0.90 the standard
way of computing a similarity between S1 and S3 is to multiply the two other
similarity values resulting in a similarity of 0.72. According to the authors of
the COMA system, this technique leads to fast decreasing similarity values for
the transitively derived ones. Therefore, they use the average of the two values
0.90 and 0.80: 0.85 as the similarity between S1 and S3.
We believe that this is not applicable for the instance matching problem of
Linked Data, since that would lead to high transitive similarity values. We
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transfer the example from above to an equivalent instance matching problem
with instances I1, I2, I3 and the same similarities values. The transitively com-
puted value 0.85 between instances I1 and I3 is greater than the minimum
value between the other instances 0.80. Therefore all transitively computer
links would always been considered as being correct. This would lead to ex-
actly the same problems we have observed with transitive closures in instance
matching.
Hung et al. for example have analyzed the possibility of using crowd sourcing
together with schema matching tools [28]. They use COMA as a generator
for matching candidates and validate these candidates with help of the crowd.
They have designed three types of questions that are provided to the crowd
worker. Interesting for our work is that they also provide the transitive clo-
sures to the worker, so that it is easier to identify incorrect matches.
This entitles us to believe that applying crowdsourcing techniques to instance
matching for validating the results would be a clever idea.

4.2 Duplicate Detection

One of the big problems in the database community is the task of integrating
several databases with each other. For this purpose entries describing the same
real-world object have to be identified and integrated. Normally they share no
common key and therefore there is no way to know that these entries belong
together. The task of finding records describing the same entity is called Record
Linkage or Duplicate Detection [17]. We provide an example to show that the
problem is very similar to the instance matching task in Linked Data:
Some databases contain information about companies with their attributes:
name, address, phone number, field. One entry about the Hewlett-Packard
Company is HP— 3000 Hanover St, Palo Alto, CA 94304, United States +1
650-857-1501— computers, another entry might be Hewlett-Packard Company—
3000 Hanover Street, Palo Alto, California -— information technology. Obvi-
ously these two entries describe the same real-world object and should be joined
into one entry.
However, in most cases we are not only given one database with correspond-
ing entries, but several databases which have different schemas and different
attributes. In our example from above we could have a second database con-
taining the attributes name, street, city, phone number, email address. In this
case data preparation is needed to align the attributes to each other. For us
as humans it is obvious that both entries contain information about Hewlett-
Packard, but doing it automatically requires some effort. Attribute fields that
contain the same data are matched using similarity heuristics. For example
character-based string metrics like edit-distances, token based string metrics
like Q-grams or WHIRL [13] and simple numeric metrics are used. But since
one data entry does contain more than one field, the problem of finding dupli-
cate entries gets more complicated. The first step is to align the attributes and
afterwards match the entries with each other.
To align data from two sources every entry of the one source has to be com-
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pared to every other entry of the other sources, leading to a quadratic amount
of comparisons. To foster the number of comparisons can be reduced using
blocking techniques, clustering techniques or set joins.
Some of the techniques compute the transitive closure [36], but do not consider
it as a big problem, like it is in instance matching of Linked Data. In state-
of-the-art systems the use of clustering techniques for solving the problem of
duplicate detection has gotten more popular [22,24].

4.3 Clustering

In clustering [48] a set of objects is grouped such that similar objects are put
into one cluster and objects that are not similar are put into other clusters.
Each cluster then contains only objects that are similar to each other and dif-
ferent to all objects in other clusters. Some metric is used to compute the
similarity between given objects. If this similarity value is higher than some
threshold, then these objects are put into the same cluster.
The problem of instance matching in Linked Data is closely related to the clus-
tering of graphs. Instances can be represented as nodes of a graph and the
owl:sameAs links as edges between these nodes together. The similarity values
are weights for the edges. Finding groups of nodes that have a higher similarity
to each other than to nodes in all other groups is called graph clustering.
Hassanzadeh et al. [24, 29] have evaluated 12 different graph clustering algo-
rithms for duplicate detection. They consider Single-pass algorithms, Star clus-
tering algorithm, Ricochet family of algorithms, Cut Clustering, Articulation
Point Clustering, Markov Clustering and Correlation Clustering. These uncon-
strained clustering algorithms have in common that the number of produced
clusters is unknown. Clusters correspond to groups of instances that all repre-
sent the same real-world object.
Their evaluation is performed on automatic generated data sets by the UIS
database generator, a standard tool used in duplicate detection. Altogether
they use 26 data sets, where as the biggest has a size of about 100,000 entries.
For evaluation, the standard measures precision and recall are used.
The quality of the results is measured by the sensitivity to the input parame-
ters, the amount of errors, the sensitivity to the distribution of the errors and
the effectiveness to choose the right number of clusters.
Particularly interesting is that they use Partitioning or the Transitive Closure
of the similarity graph as a baseline for all other approaches. Due to their
work computing the closure of the resulting similarities has been the standard
approach for duplicate detection, but results in poor quality. But the other
clustering techniques lead a major improvement of quality in the case of dupli-
cate detection. Especially Markov Clustering [44] is under the most accurate
approaches for all test cases. The results are still not optimal, but improve the
quality of the baseline significantly.
The good results of these clustering techniques for duplicate detection could
imply also good results in instance matching of Linked Data.
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4.4 Instance Matching Systems

For several years, instance matching is considered as a problem in the Semantic
Web community. Therefore, several systems using different solution strategies
have evolved. In this section we will describe how instance matching is working
nowadays, explaining the functionality of some important instance matching
systems. Additionally, we will describe the systems used in our experiments.

SLINT+ Interlinking Linked Data Sources Using a Domain-Independent Sys-
tem by Nguyen et al. [38] introduces SLINT+, a training-free and domain-
independent system for instance matching that participated in the OAEI in-
stance matching track of 2013.
The input for SLINT+ are two datasets which are interlinked in a four step
process. At first important predicates of the instances are selected with regard
to their coverage and discrimination. Coverage is the amount of entities that
share this predicate. As a consequence a high coverage results in a big amount
of entities sharing this predicate. On the other hand a high discrimination be-
tween the values of these properties guarantees the property being unique for
entities. These predicates are aligned using string similarity measures between
the corresponding values. This results in an alignment of important predicates
describing the same properties of entities. Using the predicate alignments each
instance in one dataset can be compared to every other instance in the other
dataset. After these four steps a list of instance pairs together with similarity
values is returned.
For evaluating the system two experiments were performed. For the first ex-
periment 119 subsets from 119 different domains from DBpedia and Freebase
were extracted. Each subset from DBpedia was matched to the correspond-
ing subset in Freebase. Hence also domain specific predicate alignments could
be found and the possibility of finding cross-domain links was prevented. On
average SLINT+ achieved a precision of 0.9654 and a recall of 0.9763. The
second experiment was performed on the OAEI 2011 dataset consisting of 7
test scenarios where matches between New York Times and DBpedia, Freebase
or Geonames had to be found. The test setup only intra-domain links. The
precision was over 0.95 and the recall was also very high at over 0.95. With
this results it outperformed all other systems participating in the benchmark.
In the OAEI 2013 benchmark SLINT+ was also one of the top systems [37].
Only in one of the five test cases the precision and recall dropped to under 0.90.

PARIS PARIS is short for Probabilistic Alignment of Relations, Instances,
and Schema. It was introduced by Oita et al. [40] on VLDB 2012.
The system takes two ontologies as an input and computes alignments for
classes, relations and instances using a probabilistic model. We focus on the
instance matching part of PARIS. For two instances x and x′ the probability
P (x = x′) that both instances are identical is modeled. Therefore all relations
r(x, y) and r(x′, y′) are considered and the probability for y ≡ y′ is used to
compute the probability of x ≡ x′. y can either be a literal or another resource.
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If y is a resource itself, the probability P (y = y′) also depends recursively on
its own relations. In all cases only those relations are used that have unique
object values for one resource. The computation of the probability values takes
several iterations until they converge against a fixed value.
With regard to transitivity, an assumption about the uniqueness of instances
in different sources is made: No source is allowed to contain more than one in-
stance for the same real-world object. The authors goal was to prevent longer
chains of instances being matched together and causing low quality in the tran-
sitive closure. Our analysis have shown that this property is effective, but does
not prevent longer chains in all cases. In Figure 4.1 (a) we can see 3 matched
data sources with a chain of length 10. This chain is not possible in PARIS,
but in SLINT+. It can cause very large equivalence classes with only instances
from a few sources. In PARIS no direct connections to instances from the same
source are possible, but still connections through other data stores, see Figure
4.1 (b). We see that the property does not prevent problems with transitivity
when more than two data stores are matched.

(a) (b)

Figure 4.1: 3 data sources together with the instances shown as the nodes. Con-
nections between the nodes are owl:sameAs links found by the instance
matching systems. Following the assumption in PARIS chains like in (a)
are not possible, because instances are directly connected to more than
one other instance in another source. SLINT+ on the other hand allows
this kind of matches. The assumption in PARIS can lead to longer chains
of links anyway, see (b).

The evaluation was performed on the OAEI benchmark of 2010 and a big
real-world dataset extracted from YAGO, DBpedia and IMDB. For the OAEI
dataset only two of the three test sets was evaluated, since the third dataset
does not meet the requirement of unique instances per ontology. In one of the
dataset PARIS reaches a precision of 1.0 and a recall of 1.0. In the other dataset
it reaches a precision of 0.95 and a recall of 0.88. For the real-world ontologies
over 2 million instances from YAGO and DBpedia and over 4 million instances
from IMDB were extracted. For the matching between YAGO and DBpedia it
achieved a precision of 0.90 and a recall of 0.73. For IMDB and YAGO PARIS
even achieved a precision of 0.94 and a recall of 0.90.

SILK Some instance matching systems use manually created alignments be-
tween predicates to perform the linkage. SILK [31, 45] can generate different
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types of RDF links between entities. For creating the links, conditions for these
links must be chosen. It is possible specify the predicate type in the source and
the corresponding predicate type in the target source, so that later on the liter-
als of the corresponding triples can be compared using some similarity metric.
This technique would lead an quadratic number of comparisons, thus a pre-
matching step between only the rdfs:labels is performed to reduce the number
of matches in the detailed matching step. Afterwards the matches using the
chosen attributes and similarity metrics are performed and the matching pairs
are returned.
SILK has been extended with some new features using genetic algorithms to
come up with new rules for matching instances [30]. Unfortunately the system
is not able to match instances without manual tuning the system and manually
creating matching rules.
We believe that manually creating rules for matchings is not applicable for
web-scale inter-linking tasks in the LOD.

LINDA In comparison to all other instance matching available nowadays,
LINDA: Distributed Web-of-data-Scale Entity Matching by Böhm et. al. [8] is
to our knowledge the only instance matching system that can create owl:sameAs
links between more than two data source at the same time. Above all, LINDA
considers the transitive closure of instance matching results as a problem. As
an input one document containing the triples of all sources that are is used.
LINDA uses an assignment matrix A which is initialized only with 1 on the
diagonal and 0 at all other places and a similarity matrix S which is initialized
with pairwise similarities between all URIs. The assignment matrix contains
a 1 where the two entities should be linked, the similarity matrix contains the
similarity value at the corresponding place. The objective of their algorithm
is to find a assignment matrix A such that the sum of all similarities for pairs
of URIs in the matrix are maximized. Finding this matrix can be reduced to
the Clique-problem. Thus, it is NP-hard. The algorithm for finding the such
a matrix uses a greedy approach for adjusting A. A priority queue Q saves
the URI pairs (a, b) with the highest similarity values and puts a one into the
matrix A and afterwards also puts 1 at the corresponding places by merging the
equivalence classes for a and b. Unfortunately, the authors provide no detailed
information on how they have dealt with transitive closures.
For the evaluation of LINDA, the OAEI 2010 benchmark and on a large data set
created from the Billion Triple Challenge data from 2010 consisting of 3.1 bil-
lion triples plus the whole DBpedia have been tested. On the OAEI benchmark
LINDA achieves high precision in all four test cases, but in three of them only
recall values under 0.65. Over all test cases the RiMOM system [34] performs
better. On the large data set experiment the precision has been sampled. For a
high threshold a precision of 0.83 has been achieved resulting in only 2 million
owl:sameAs links. When decreasing the threshold about 12 million links has
been found, but only with a precision of 0.66.

Instance matching and transitive closures has been considered in different
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topics of computer science. The bigger part of systems that inter-link instances
of Linked Data stores are not evaluated on big real-world data test cases. To
our knowledge only LINDA provides proper techniques for handling problems
in transitive closures. However, they achieve only a precision of 0.80. For our
purpose especially the clustering techniques presented by Hassanzadeh et al. [24]
are interesting. He has observed problems with transitive closures in duplicate
detection and can improve the results to a good level of quality. From schema
matching we have seen some approaches regarding our problem which seem
not applicable and one crowd sourcing idea that is very promising and could
be useful for this work. But as the sum of matchings that need to be verified
for improving the quality of the closure is in the thousands, crowd sourcing is
not feasible for us. In the future we will investigate possibilities to reduce the
numbers of matchings to be verified, but for now we stick to other approaches.
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So far, we have stressed the importance of instance matching for the Seman-
tic Web community. Our analyzes have shown that the quality of the results
of state-of-the-art systems have an acceptable quality, although the transitive
closure lacks of precision. To make instance matching ready for reliable data
inter-linking, we will perform an analysis of the problem by analyzing various
aspects of the results with regard to quality. Afterwards, we provide a detailed
overview of the problems with instance matching.

For analyzing the problems in instance matching, we take a deeper look into
the groups of instances that describe the same real-world object. We believe
that groups that contain only instances of drugs with unique names are having
a high quality. Movies on the other hand do not have unique names, therefore
are more difficult to match, which should lead to a lower quality.
The instances connected with an owl:sameAs link form a graph, where the
instances represent nodes and the owl:sameAs links are the edges. The edges of
this graph are undirected due to the symmetry property of identity. We define
the class formed by all nodes in this graph of instances describing the same
real-world object:

Definition (Equivalence Class) A set of instances I = {i1, i2..., in} is called
an equivalence class, if every two nodes in I are connected through at least one
path of owl:sameAs links.

When talking about equivalence classes the first thing that comes to mind
is that the size of the transitive closure in an equivalence class depends on the
number of instances in the equivalence class. The number of edges in an equiv-
alence class E increases quadratically with the number of instances |I| = n.

There are n·(n−1)
2 possible links between all instances of E. Thus, larger classes

have a high number of possible links. We assume that also the closure of these
classes is larger than for small classes. This would mean that the closure of large
equivalence classes makes up a higher proportion of the overall results. Hence,
it would be important to improve their quality, to solve transitivity problem.
To get an overview of different class sizes we show the number of classes for
PARIS and SLINT+ for different thresholds in Figure 5.1 and Figure 5.2.
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Figure 5.1: Number of equivalence classes per size for the three thresholds 0.50, 0.75
and 0.95 for PARIS.

Both systems create the bigger part of the equivalence classes of size 2 and
3. For lower thresholds the number of big equivalence classes is increasing. At
a threshold of 0.50 PARIS creates more than 100 classes of size bigger than 10,
SLINT on the other hand creates less classes of large size, but some classes that
consist of even more instances. At the threshold 0.50 SLINT+ created classes
of size 46 and 47 .

Both systems have created significantly more small classes than big classes.
PARIS does avoid longer chains of instances being matched by linking each
instance to at most one instance from another source, see Figure 4.1. We believe
that this approach leads to the smaller number of very large equivalence classes
being created by PARIS.
All in all, the number of classes is decreasing when the size of the class is
increasing. Obviously small classes of size 2 and 3 have a transitive closure of
size 0 or 1 and larger classes can have much bigger closures which have a bigger
influence on the results. The interesting question here is: How does the number
of links being created through a transitive closure distributes over the different
equivalence class sizes? We will provide an answer to this question in the next
section.
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Figure 5.2: Number of equivalence classes per size for the three thresholds 0.50, 0.75
and 0.95 for SLINT+.

5.1 The Influence of the Transitive Closure in Different
Equivalence Classes

Before we start a deeper analysis on the quality of equivalence classes, the size
of the closure in different equivalence classes is evaluated. Obviously, the size
of an equivalence class correlates with the size of the possible closure. How-
ever, it is not clear how the size of the closure behaves in comparison to the
number of triples in the original equivalence classes. Above, we state that the
number of equivalence classes of size greater than 10 for all systems is small. A
natural question that arises in this context is, how many new links are created
in small equivalence classes and how many in big equivalence classes. Knowing
this relation, we will have an overview of the influence of the transitive closure
compared to the originally created results. Hence, we analyze the number of
links in the original results and the number of links in the transitive closure
per equivalence class size for all three thresholds and both instance matching
systems.

For both instance matching systems, we have compared the number of results
in the closure in comparison to the number of results in the original created
results by equivalence class size.
For SLINT+, we see that the number of results in the closure for equivalence
classes of size 3 is only half as much as the size of the original results, for
the threshold 0.50 the closure has only a fifth of the original size (Figure 5.3).
We can observe that the number of results in the closure and in the original
results are decreasing when the class size is getting bigger. The number of
results in the closure is decreasing more slowly, so that at a size of 6 for the
threshold of 0.95 and at 7 for the two other thresholds, the number of links
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created through the closure exceeds the originally created links by SLINT+.
Particularly noticeable here is that the size of the closure is even starting to
increase again for larger classes for 0.95 and 0.75. The number of classes with
size above 8 show fluctuations. The up and downs have no meaning and are
only caused by the low number of classes found.
We conclude: The influence on quality of the closure of classes with size greater
than 6 is bigger than the influence of the originally created owl:sameAs links in
these classes..

(a)

(b)
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(c)

Figure 5.3: The number of triples in the original result set per equivalence class size for
the instance matching system SLINT+ together with the number of links
that is created through a transitive closure. (a) Θ = 0.95, (b) Θ = 0.75,
(c) Θ = 0.50

(a)
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(b)

(c)

Figure 5.4: The number of triples in the original result set per equivalence class size
for the instance matching system PARIS together with the number of links
that is created through a transitive closure. (a) Θ = 0.95, (b) Θ = 0.75,
(c) Θ = 0.50

In the case of PARIS, we can observe a very similar pattern, see Figure 5.4.
For equivalence classes of size 3, the size of the closure for all thresholds is only
one fifth of the size of the original results, but compared to SLINT+, the size
of the original results is decreasing much faster. This implies that the size of
the closure exceeds the original results already at a class size of 6 in all cases.
Thus, also in the case of PARIS, for large equivalence classes the influence of
the closure on the overall results is bigger than the influence of the original
results.
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The results show that for equivalence classes with size bigger than 6, the
size of the closure in most cases exceeds the size of the originally created links.
Thus the influence of the closure is already getting bigger than the influence
of the original results. However, the number of triples in the closure of small
equivalence class is nevertheless bigger than those in big equivalence classes.
We believe that matching an even bigger data set with data from more data
providers, will increase the size of the closure in comparison to the original re-
sults even more.

5.2 The Heterogeneity of Equivalence Classes

Large equivalence classes make up a big part of the links in the transitive closure,
but we still have not analyzed the quality of the different equivalence classes.
To get an impression of the quality, our first step is to analyze the number of
instances from different Linked Data providers in an equivalence class per size.
We call this variety of instances from different sources heterogeneity of a class.

As mentioned before, (see Figure 4.1) no two instances of a corresponding
entity can come from the same data source. Hence, having instances from only
few sources in a large class would lead to a large number of incorrect links. Since
we were using 9 different sources in our evaluation data set, no equivalence class
should have more instances than 9. Otherwise, the class would contain at least
two instances from the same source.

In the experiments, we have determined the average number of instances from
different sources per equivalence classes per size of the class together with the
standard deviation. A small number of sources compared to a large class size
implies many incorrect links.

SLINT+ has created equivalence classes of size 2 and 3 with an average
number of sources of 2 and 3, which implies a high quality (Table 5.1). For the
threshold 0.95 we observe that classes of size 4 have an average number of 3.21
sources. For all larger classes the number of instances from different sources is
significantly smaller than the size of the class. All in all, it is noticeable that
the average number of different sources for all thresholds never exceeds 4 for
classes with less than 14 instances. Also for larger classes we can observe a the
number of instances from different sources is at most 6.
The results are strong evidence for low quality in classes above size 4.
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Table 5.1: The size of the equivalence classes for SLINT+ together with the aver-
age number of instances from different sources per class and the standard
deviation.

size 2 3 4 5 6 7 8 9 10 11 12 13 14
average 2.00 2.95 3.21 2.58 2.82 2.25 2.38 3.00 3.00 2.00 2.00 4.00

0.95 σ 0.03 0.22 0.71 0.59 0.71 0.43 0.48 0.58 0.71 0.00 0.00 0.00
average 2.00 2.91 3.24 2.96 2.89 3.09 2.76 3.00 2.71 3.13 2.50 2.50 3.00

0.75 σ 0.02 0.28 0.77 0.80 0.79 0.93 0.92 0.79 0.88 1.36 0.50 0.50 0.00
average 2.00 2.90 3.60 3.54 3.61 3.84 3.77 4.25 3.78 3.75 4.07 4.38 5.00

0.50 σ 0.04 0.30 0.66 0.91 0.93 0.98 1.18 1.14 1.23 1.34 1.16 0.99 0.89

size 15 16 17 18 19 20 21 22 23 25 26 27 30
average 3.00 3.00 3.00 2.00 2.00 4.00 3.00

0.95 σ 1.00 0.00 0.00 0.00 0.00 0.00 0.00
average 3.00 4.00 4.00 3.67 4.75 2.00 2.00 2.00 3.00

0.75 σ 0.00 0.82 0.00 0.47 1.09 0.00 0.00 0.00 0.00
average 4.00 5.00 4.00 4.25 4.00 2.00 4.50 5.00 3.33 2.00 6.00 5.00 6.00

0.50 σ 0.82 1.29 1.00 1.09 0.81 0.00 1.50 0.00 0.47 0.00 0.00 0.00 0.00

Looking at the results with regard to the number of instances from different
sources for PARIS (Table 5.2), we observe a similar pattern like in SLINT+.
For classes of 2, 3 and even classes of size 4 in this case contain roughly the same
number of instances from different sources. Thus, the bigger part of them could
be correct. But for classes until size 9, the number of different sources never
exceeds 5 which means that at least some instances are not correctly matched.
For larger classes the number of instances from different sources never exceeds
the number of 7. Following the assumption that at most one instance from one
source can be contained in one equivalence class, we conclude that for classes
with size greater than 8 about half of the instances per class is incorrectly
connected.

Table 5.2: Size of the equivalence classes for PARIS together with the average number
of instances from different sources per class and the standard deviation.

size 2 3 4 5 6 7 8 9 10 11 12 13
average 2.0 3.0 3.67 4.17 4.41 4.42 4.79 4.83 6.0 5.33 7.0

0.95 σ 0.06 0.01 0.46 0.62 0.88 0.68 0.83 0.80 2.0 1.89 0.00
average 1.99 3.00 3.71 4.19 4.52 4.56 4.63 5.17 5.00 5.40 5.00

0.75 σ 0.11 0.03 0.45 0.68 0.83 0.87 0.54 0.91 0.71 1.50 0.00
average 1.98 3.0 3.76 4.24 4.70 5.05 5.38 5.81 5.48 6.22 6.67 6.0

0.50 σ 0.21 0.06 0.42 0.66 0.86 0.88 0.85 0.81 0.65 0.85 1.11 0.0

size 14 15 16 17 18 19 20 21 22 25 26 29
average 6.0

0.95 σ 0.00
average 7.00

0.75 σ 0.82
average 6.44 6.44 6.0 6.40 6.50 6.00 6.00 7.00 6.00 6.50 6.00 6.00

0.50 σ 0.50 0.50 0.0 0.49 0.87 0.00 0.00 0.00 0.00 0.50 0.00 0.00

Our experiments have shown that the number of instances from heterogeneous
sources in large equivalence classes is lower than the corresponding size of the
classes. The results for the heterogeneity of sources in the results of PARIS and
SLINT+ are similar to each other. On average equivalence classes found by
PARIS and SLINT+ are not as heterogeneous as they should be. For PARIS
the classes are more heterogeneous than the ones found by SLINT.
All in all the results imply quality problems in both instance matching systems
for classes with size above 5.

44



5.3 The Size of Equivalence Classes

5.3 The Size of Equivalence Classes

The results from the last section are strong evidence for low quality in large
equivalence classes, but very high precision in small classes of size 2 and 3. To
get more into detail here, we have analyzed the precision of equivalence classes
for different sizes from 2 to 10 and classes containing more than 10 instances.
Since our main focus is an analysis of the transitive closures in instance match-
ing, we not only present the precision of the originally created links in classes,
but also the precision in the computed closures per equivalence class size.

At first, we present the results for PARIS in Table 5.5. In contrast to our
assumption, the highest precision is not achieved at the smallest equivalence
classes, but at classes of size 4 and 5. From there on the precision is decreasing.
The minimum precision at the threshold 0.95 is reached at classes of size 9 with
0.48. At 0.75 this point is achieved not until classes of size 10 with a precision
of 0.36. For the lowest threshold the minimum precision is already reached for
classes of size 8 with only 0.38 precision. Particularly interesting is that the
precision increasing again later on. For the threshold of 0.95 it achieves 0.71
for classes of size 10, for 0.75 the precision is 0.61 for classes with size above 10
and for the lowest threshold the precision for classes of size 10 is still 0.58.
The precision is increasing again for large classes. We believe that this small
increase has no meaning. It might be caused by our small sample size
All in all, this analysis confirms our idea that large equivalence classes lack of
quality. In the case of PARIS the precision for classes above 5 is on average
under 0.50, thus every second link is wrong.

Figure 5.5: Precision of PARIS’ results per size of the equivalence class.

The maximum precision for SLINT+ (see Table 5.6) is achieved in classes
of size 3, and afterwards steadily drops to even under 0.15 for large classes
with size above 10. It is interesting to notice is that the precision drops more
significantly for the higher thresholds which might be caused by the fact that for
this thresholds only very few large classes were created. The very low precision
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for the few classes is a special case. Therefore, it is not representative.
SLINT+ has performed even worse than PARIS on bigger equivalence classes.
For classes with size larger than 5, in no experiment a precision above 0.40 has
been measured.

Figure 5.6: Precision of SLINT+’s results per size of the equivalence class.

To finally come to an detailed analysis of the quality of the transitive closure
in instance matching, we present analogue results for different class sizes for the
closure. Obviously we do not consider classes of size 2 anymore, since they are
already complete and their transitive closure is of size 0.
We provide results for the system PARIS in Table 5.7. The maximal precision
is achieved for all three experiments for classes of size 3. From their on it is
more or less steadily decreasing to the minimum precision for classes with size
greater than 10. For nearly all cases the precision per equivalence class size is
getting smaller with decreasing threshold. The minimum precision in all exper-
iments of PARIS is at most 0.06. For the threshold of 0.95 all created links in
the closure of classes with a size greater than 10 were wrong.
The ups and downs for PARIS have no further meaning. These are just varia-
tions caused by our sampling method.
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Figure 5.7: Precision of the closure of PARIS per size of the equivalence class.

SLINT+ achieves high precision values over 0.50 for higher thresholds and
small classes, see Table 5.8. The precision drops together with the threshold
and together with the increasing equivalence class size. The evaluation of the
threshold 0.95 and 0.50 have their maximum precision at equivalence classes
of size 4. From there on the precision is steadily decreasing in all three ex-
periments. At 0.95 the minimum is reached at classes of size 9, for the other
experiments at classes of size 10. For classes with size above 10 it is slightly
increasing again, which might be caused by our to small sample size.
We conclude that small classes have a higher precision than large classes.

Figure 5.8: Precision of the closure of SLINT+ per size of the equivalence class.

We measured the precision using a sample of size 50. For the confidence of
90 % this leads to an error rate of maximum 10%. A more detailed evaluation
was not possible for this work, since it would have requested at least 6 month
of additional work. Anyway, we believe that the small sample size is sufficient
for giving an overview of the quality of different equivalence classes.
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The experiments show that the increasing size of equivalence classes leads
to a decreasing quality in the closure and the results. Both systems in all
experiments for the different thresholds have shown the same pattern. High
thresholds lead to higher precision and the precision decreases with the size of
the class. For the closure this pattern is even more extreme.
All in all we can say that huge equivalence classes with more than 8 instances
contain mostly wrong matches. We analyzed some random examples of them to
find out why these classes show bad results. Our result is that in most cases the
contained instances even for human beings are hardly different. Often movies
or books have been matched together with a high similarity value, because they
have the same title, same actors or directors and just differ in some attributes.
In addition to that, SLINT+ has ignored all numbers in the labels of some
resource. Therefore, it has returned incorrect links with high similarity values
between movie series with several parts or between drugs whose name some-
times consists out of numbers.

5.4 The Clustering Coefficient in Equivalence Classes

So far, we have presented the main source of bad quality results in instance
matching of Linked Data: Large equivalence classes. If an instance match-
ing system has already created many owl:sameAs links between the instances
of a class, this is strong evidence for a high quality result. Thus, we assume
that a stronger inter-linkage of classes implies a higher precision.If our evalua-
tion confirms this assumption we would obtain a criteria for splitting up large
equivalence classes by removing links into highly connected components of in-
stances with higher overall precision.

The standard measure for the connectedness of graphs is the global clustering
coefficient. It is a value that measures how well the nodes of a graph tend to
cluster together [47]. We consider a graph G = (V,E) with vertices vi ∈ V and
edge set ei,j ∈ E ⊆ V × V . The neighborhood of a node vi is defined as:

Ni = {vj : eij ∈ E}

The set contains all vertices that are directly connected to the vertice vi. With
this definition the local clustering coefficient for a node vi is defines as:

Ci =
2|{emn : vm, vn ∈ Ni, emn ∈ E}|

ki · (ki − 1)

ki is the number of neighbors of the vertex vi the the product 1
2ki(ki − 1) is

the number of edges that could exist in the neighborhood of Ni. The local
clustering coefficient is the ratio of the edges that exist in the neighborhood of
some node vi in relation to the maximum number of edges that could exist.
The global clustering coefficient is the sum of the local clustering coefficients of
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all nodes in the graph normalized by the number of nodes.

C(G) =
1

|V |

|V |∑
i=1

Ci

For computing clustering coefficient we consider each equivalence class as an
unweighted undirected graph and compute the clustering coefficient as defined
above. We present results for the original results and the results in the transitive
closure for clustering coefficient intervals of size 0.1 between 0 and 1.
We start with an analysis of the results for SLINT+ in Figure 5.9. Looking at
the classes with clustering coefficients under 0.50, we observe very low quality
for all thresholds. The precision here is almost in all cases under 0.20, except for
the classes with a coefficient between 0.0 and 0.1 for the threshold of 0.95. We
have noticed that some classes have clustering coefficients of 0.0, even though
there connectedness is not that bad. This classes can lead to the higher precision
here. From a clustering coefficient of 0.50 on, the precision in all experiments has
an upward trend with the maximum in quality for the classes with a clustering
coefficient between 0.6 and 0.7. Equivalence classes consisting of 3 instances and
2 owl:sameAs links have a clustering coefficient of 0.67, thus are in this interval.
Our analysis has shown that classes of size 3 are very frequent and have a good
precision. Therefore we believe that the maximum in all three graphs is caused
by mainly this classes. From there on the precision is decreasing again. For
the lower thresholds 0.50 and 0.75 the precision drops for the classes within
the next interval, but then increases again. For 0.95 only very few classes with
clustering coefficients above 0.8 have been found. Our results show that they
have a very low precision. We assume that this is an exception that is caused
by the small number of resulting equivalence classes in this interval.
All in all, our experiments show that for a clustering coefficient smaller than
0.50 more than half of the created owl:sameAs links is incorrect.

Figure 5.9: Clustering coefficient together with the precision of the original results of
SLINT+ for three different thresholds. The precision is on the vertical
axis and the clustering coefficient on the horizontal axis.
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Compared to SLINT+ the experiments with PARIS (see Figure 5.10) show
a very clear trend. Classes with clustering coefficients between 0.0 and 0.1
have higher precision than the minimum precision achieved in the interval of
0.10-0.20. Like already mentioned for SLINT+, some in our opinion highly
connected equivalence classes can have a clustering coefficient of 0.0. These
high precision classes lead to the high precision in the interval of 0.0-0.1. From
there on it is decreasing to about 0.40 for coefficients between 0.10-0.20. From
this interval on it is increasing steadily with some exceptions to maximum qual-
ity equivalence classes with precision above 0.90. For the highest threshold the
maximal precision 0.96 is already achieved at the interval 0.7-0.8 and from there
on stays on a stable level. But also the other experiments have shown that a
clustering coefficient above 0.7 guarantees precision values above 0.90.
In contrast to SLINT+ the quality of equivalence classes with clustering coeffi-
cients between 0.2 and 0.7 is consistently higher with higher precision of round
about 0.4.

Figure 5.10: Clustering coefficient together with the precision of the original results
of PARIS for three different thresholds. The precision is on the vertical
axis and the clustering coefficient on the horizontal axis.

We present the results for the precision of SLINT+’s closure in Figure 5.11:
For badly inter-linked classes the quality is under 0.20 and for the lowest thresh-
old even under 0.10. The maximum precision with over 0.90 can be observed
for the interval from 0.6 to 0.7. In the original results we already observed a
high precision of the original results for classes in this interval, see Figure 5.9.
Classes of size 3 can only have a transitive closure of size 0 or 1. Thus a high
quality in the original results, also leads to a high precision of the closure.
In general for classes with clustering coefficients above 0.4 no clear trend can
be observed. On the other hand, the precision for classes with lower coefficients
is bad with at least every fifth link in the closure being incorrect.
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Figure 5.11: Clustering coefficient together with the precision of the transitive closure
of SLINT+ for three different thresholds. The precision is on the vertical
axis and the clustering coefficient on the horizontal axis.

For PARIS (see Figure 5.12) the results for the transitive closure show a
clearer trend than for SLINT+. Analogue to the quality of the original results
(Table 5.10), the precision in the interval from 0.0-0.1 is high. The minimum
precision can be observed at the interval between 0.1 and 0.2 again . From
their on a increasing tendency up to the maximum precision of over 0.90 in the
interval of 0.9-1.0 can bet observed. For the threshold 0.75 this maximum is
only 0.70 and for the lowest threshold only 0.63.
Interesting is, that for PARIS the precision for classes with a clustering coeffi-
cient between 0.6 and 0.7 is very low compared to SLINT+. We believe that
this is an error caused by the small sample size
All in all PARIS shows a trend to have higher precision in higher inter-linked
equivalence classes.
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Figure 5.12: Clustering coefficient together with the precision of the transitive closure
of SLINT+ for three different thresholds. The precision is on the vertical
axis and the clustering coefficient on the horizontal axis.

This analysis have shown some inconclusive results. We believe that the
clustering coefficient fails to measure a suitable connectedness for some classes.
owl:sameAs links forming a path for example, would have a higher clustering
coefficient than owl:sameAs links that form a cycle. Obviously an equivalence
class consisting of instances connected with a cycle are better connected than
a class with the same number of instances, but being connected in the form of
a path. Anyway, in most cases the clustering coefficient is a good measure for
the connectedness of an equivalence class. Together with our sampling method,
the results show some trends that cannot be explained properly.
We wanted to show that the precision of highly inter-connected classes is the
high and that the the quality of equivalence classes is decreasing with smaller
clustering coefficients. Unfortunately our experiments could not fully validate
this assumption. In the case of PARIS the results support our assumption, but
in the case of SLINT+ they do not. Our results show that for SLINT+ bad
inter-linked classes have lower precision than other classes.

To sum up, the evaluation of clustering coefficients of equivalence classes have
shown that bad inter-linked classes are having a lower precision than other
classes. Therefore, they are one of the problems that causes the low quality
results in transitive closures.

Our goal was to analyze the equivalence classes produced by instance match-
ing systems to get an insight on the quality problems of the transitive closures.
The first idea was to analyze the number of classes per size. The evaluation has
shown that both systems produced way more equivalence classes of size smaller
than 5, but all this classes together contained less links in the transitive closure
than the few classes with bigger size.

Since our work focuses on the quality of the results, we wanted to find out
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if the size of this classes and their precision is correlated. For this purpose we
analyzed the precision for different class sizes and indeed the precision for the
closure and the original results decreases when the size of the classes increases.
Together with the results from the experiments before, we draw the conclusion
that for getting better results in the transitive closure, we have to focus on
larger classes.

The first thing that comes to mind when thinking about the problem, is that
taking some subset of the links of larger equivalence classes to create smaller
equivalence classes with a smaller transitive closure with higher quality. A cri-
teria for splitting up classes could be the connectedness of instances in a class.
For this reason we analyzed the clustering coefficient of equivalence classes
together with their quality. The evaluation has shown that if a class is less
intra-connected, its quality drops drastically for all systems and all thresholds.
When you take into consideration that a bad intra-linked class also has more
new links in the transitive closure than a already heavily intra-linked class, this
fact gets even more interesting. It means that equivalence classes with low
clustering coefficients are leading to the bad quality we have observed in the
transitive closures.
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Problem in Instance Matching

In the previous chapter, we have analyzed different properties of the transitive
closure of the results for PARIS and SLINT+. We found out that the precision
of the closure grows with the size of the corresponding equivalence class and
that the intra-linkage of classes might be a suitable property to enforce high
precision.

In this chapter we take these observations into consideration and try to mod-
ify the equivalence classes by removing owl:sameAs links from the results. Our
focus is on larg equivalence classes since they make up the larger part of the
transitive closure and tend to have a low precision. We start with a simple
approach by removing edges with minimum similarity values from an equiva-
lence class and improve the ideas step by step using the observations we make
in between. Our last approach uses Markov Clustering on equivalence classes
to remove matches found by the instance matching systems.

Figure 6.1: An equivalence class of size 10 containing 11 owl:sameAs links found by
the instance matching system. The 3 dotted lines are incorrect matches,
the remaining matches are correct. The resulting precision is 0.73.

When removing an edge from an equivalence class, this edge can either be a
correct owl:sameAs match or it can be an incorrect match found by the system.
We consider the example shown in Figure 6.1. The equivalence class contains
3 groups representing the same real-world object each. These groups consists
of a and b, c, d, e and f, h, i, j. The transitive closure of this equivalent class
consists of 34 new links from which only 4 are correct. If we remove the in-
correct link between instance e and f, the precision of the resulting equivalence
classes increases to 0.80. The transitive closure would only consist of 11 new
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edges, where still 4 edges would be correct. Because of 23 incorrect links being
eliminated through this removal, the precision of the closure would increase
drastically.
On the other hand we could remove the correct edge between d and e the pre-
cision would drop to 0.70. The closure on the other hand would create 11 new
edges where 2 still would be correct, resulting in a precision of 0.18. At the
bottom line, the removal of correct link can still improve the precision of the
transitive closure.
This example illustrates that the quality of the transitive closure of big equiva-
lence classes with only few correct links can be improved by splitting the class
up in smaller classes. Most notably is that even the removal of correct links
can improve the precision of the closure.

Throughout this chapter we use an example (Figure 6.1) equivalence class
of size 10 to show the advantages of the different approaches as well as the
drawbacks.

6.1 Removing the Match with Minimum Similarity Value

In this first basic approach we try to remove the owl:sameAs link with the
lowest similarity value in an equivalence class. A match with minimum sim-
ilarity value should be strong evidence for having the highest probability of
being wrong from all other matches. Classes of size 3 are excluded from this
approach since on average they already have a high precision and additionally
the closure consists of at most one new edge which in most cases is also correct.
For each other class we determine the minimum similarity value and remove the
corresponding link. If this link is correct it improves the precision, if the link
was incorrect it can also improve the precision of the closure like demonstrated
above.

With regard to our example equivalence class from Figure 6.1, the link with
minimum similarity value is between the instances e and g with a value of 0.58.
Since this match has been between two not identical instances, the removal
can improve the precision to 0.80 (Figure 6.2). The splitting of the class would
result in a closure that has only 26 new edges from which 4 are correct, resulting
in a higher precision.
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Figure 6.2: Our example equivalence graph where the edge with minimum similarity
value is removed. The result is a class with 10 owl:sameAs links and a
precision of 0.80.

We start with evaluating the removal of links with minimum similarity and
perform a comparison to a baseline approach where some random link is re-
moved.

For the transitive closure in PARIS the removal of the minimum edge im-
proves the quality at most at the threshold 0.75 from 0.44 to 0.52, but for the
lowest threshold it even decreases the precision (Table 6.1). In all 3 experiments
the baseline approach with removing random edges performs better.
In contrast to that the minimum approach on the results of SLINT+ achieves
better results than the baseline approach. For higher thresholds it can even
improve the results from 0.57 to 0.72 at a 0.95. For the lowest threshold on the
other hand the minimum removal approach impairs the quality. The baseline
approach achieves an increase in quality here from 0.17 to 0.26.

All in all, both approaches are leading to very inconsistent results when it
comes to the transitive closure. For one system the random baseline approach
works better, for the other system the minimum removal approach achieves
better results. Nevertheless both results achieve only slight improvements in
quality.

Θ PARIS SLINT+
minimum random minimum random

0.95 0.52 (+0.02) 0.58 (+0.08) 0.72 (+0.15) 0.66 (+0.09)
0.75 0.52 (+0.08) 0.52 (+0.08) 0.50 (+0.10) 0.46 (+0.06)
0.50 0.30 (-0.01) 0.34 (+0.03) 0.14 (+0.03) 0.26 (+0.09)

Table 6.1: Precision in the transitive closure for removing the minimum edge and some
random edge per equivalence class compared to the original results in the
transitive closure.

Since we have observed some improvements with regard to the closure, we
provide the overall results combining the original results with the results in the
created transitive closure.

57



6 A Solution for the Transitivity Problem in Instance Matching

For both systems the removal of matches with minimum similarity does not
lead to results with satisfactory results (Table 6.2). For SLINT+ the quality
increases up to 15%. In the case of PARIS, the approach improves the precision
at a threshold of 0.95 from 0.84 up to 0.85. The two other experiments lead to
a slightly higher improvement. We believe that the small changes in precision
and recall are mostly errors caused by the small sample size.
To sum it up, we conclude that the approach can improve the quality of the
results. In most cases the increase in quality is smaller than 5% and only for
the threshold of 0.95 in SLINT+’s results up to 10%.

Θ SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.84 (+0.08) 0.26 (+0.03) 0.85 (+0.01) 0.82 (+0.06)
0.75 0.61 (+0.02) 0.32 (-0.01) 0.81 (+0.05) 0.91 (+0.00)
0.50 0.53 (+0.03) 0.53 (-0.03) 0.64 (+0.02) 0.92 (-0.08)

Table 6.2: Precision and Recall for removing the minimum edge

We compare this approach to a baseline approach, where we remove a ran-
dom edge from every class with size greater than 3 in Table 6.3.
The precision of the results produced by SLINT+ has dropped about 5% in all
tests. At all thresholds the minimum approach achieves slightly better results
than the baseline approach.
When we take a look at the results of PARIS we observe that the baseline
approach has also performed slightly worse than the removal of the link with
minimum similarity value. For 0.95 the precision has only dropped from 0.85
to 0.83. For the other thresholds, similar differences can be observed. The
small increases of the recall in some experiments are not possible, since we only
remove edges. The reason for that increase is the inaccuracy of the sampling
method we have used to determine the precision.

Θ SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.80 (-0.04) 0.25 (+0.02) 0.83 (-0.01) 0.84 (+0.04)
0.75 0.61 (-0.02) 0.32 (+0.01) 0.78 (+0.02) 0.92 (-0.01)
0.50 0.60 (-0.10) 0.60 (+0.10) 0.57 (-0.05) 0.87 (-0.13)

Table 6.3: Precision and Recall for removing a random edge from every equivalence
class.

For the transitive closure, the baseline approach has performed better than
the removal of the match with minimum similarity for PARIS. In the case of
SLINT+, the removal of the minimum weighted match has achieved higher
precision. In the overall results the quality of the removal of the minimum
weighed match is better. The baseline approach does impair the quality in
nearly all experiments. The removal of the match with minimum similarity on
the other hand has improved the results slightly.
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We believe that the approaches are no applicable for improving the quality of
instance matching results, since they have only slightly improved the quality of
the closure.

6.2 Complete Subgraphs

Since our first approach did not result in a satisfying quality, we consider the
idea of complete-linkage clustering. Our analyzes showed that highly connected
equivalence classes, with high clustering coefficients lead to higher precision
than badly connected classes. In agglomerative clustering n elements are given
to be clustered into similar groups. These elements correspond to the instances
in our problem and the groups correspond in the resulting equivalence classes.
The similarity values for a match computed by the instance matching systems
(sim(x, y) for instances x, y) corresponds to the similarity between these two
instances. If sim(x, y) ≤ Θ we assume that they are not similar.
In complete-linkage clustering every element first is in a cluster of its own.
These elements are now merged together to pairs, with the most similar other
element. From now on only clusters are merged together, when the sum of all
similarities from the elements of one cluster to elements in another cluster are
greater than to any other cluster.

With regard to the instance matching problem that would mean that only
those instances can form an equivalence class that have links with a similarity
value greater than the threshold between all of them. When we consider the
equivalence class as graph the following definition can be made:

Definition (Clique) A complete subgraph S ⊆ I is a set of vertices where it
exists an edge between every two nodes. In graph theory this is also called a
Clique.

If an instance is linked to every other instance in the same subgraph with a
owl:sameAs link having a similarity greater than Θ that is a very good indi-
cation that all these instances are identical. Therefore, this should lead to a
very high precision. Additionally, it follows that the closure of every clique has
size zero and therefore the closure of all complete subgraphs is empty. Hence,
the problem of transitivity is not existent anymore. On the other hand, this
is a very strict criteria that is probably fulfilled by few instances. Thus, this
approach could lead to a high precision, but a very low recall value.

We consider all equivalence classes with the owl:sameAs links and then cluster
together only the vertices that have a owl:sameAs link with similarity value
bigger than Θ to every other node in this cluster. Computing the complete-
linkage cluster for our example equivalence class (Figure 6.1) would result into
8 clusters shown in Figure 6.3. Only the instances b,c,d satisfy the criteria of
having links to all other instances in the same cluster with a sufficiently high
similarity value. Hence, they are the only instances fulfilling the requirement
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of complete-linkage. Like mentioned above the approach leads to a very good
precision with 1.0, but also a very bad recall value with finding only 3 links.

Figure 6.3: The example equivalence class after applying the complete-link approach.

The problem of finding maximal cliques in a graph is known to be NP-
complete which means that unless NP = P it is a very time consuming task to
do. In the worst case the Bron-Kerbosch algorithm [10] performs in a runtime
of O(3

n
3 ) and is the best known algorithm for finding maximal subgraphs.

For PARIS (Table 6.4) the precision of the complete subgraphs is extremely
high. Since the graphs are complete the overall precision together with the
transitive closure is greater than even the original results of PARIS. Even at a
threshold of 0.50 the precision is at 0.94 and therefore 0.32 higher than the orig-
inal results at this threshold and 0.08 better than the precision at the threshold
of 0.95. The recall is obviously worse than in the original results. For the 0.50
the recall is only 0.48 which is 0.30 smaller than the recall of the original result
at the threshold of 0.95.

For SLINT+ the results are a little bit different (Table 6.4). For high thresh-
olds the precision for complete subgraphs is under 0.50. For the threshold 0.95
only 288 matches belonging to complete subgraphs could be found, and most of
them were wrong. We believe that the low precision for this approach is caused
by SLINT+ matching an instance from one source to more than one instance
from another source. This approach leads very few complete subgraphs. For the
lowest threshold the precision also rises up to 0.68 and especially the number
of links belonging to this class has increased significantly to 16506. Therefore
the recall also increases to 0.23.
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Table 6.4: Precision and Recall results for the complete subgraph approach.

Θ SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.14 (-0.62) 0.00 (-0.23) 0.96 (+0.10) 0.44 (-0.44)
0.75 0.46 (-0.13) 0.01 (-0.30) 0.96 (+0.20) 0.47 (-0.45)
0.50 0.68 (+0.18) 0.23 (-0.27) 0.94 (+0.32) 0.48 (-0.52)

The complete subgraph approach has achieved high quality results with re-
gard to PARIS. For SLINT+ the quality for low thresholds was promising, but
very low for higher thresholds. We conclude that this approach might be a
possibility to gain high quality results at the charge of the recall. Since cor-
rect results are one of the key criteria for the Semantic Web, the basic idea of
identifying highly connected sub-components of equivalence classes might be a
good idea. Using a less restrictive approach like graph-clustering or community
detection could also achieve a high precision, but also high recall values.

6.3 Community Detection with Edge Betweenness

In the previous section, we showed that only using the complete subgraphs of
the equivalent classes can result in a very high precision. Since the size of the
transitive closure of these is zero, the overall precision is also very high. The
major drawback is that this technique results in a low recall value. To use
the idea of using highly interconnected subgraphs of the equivalence classes,
we evaluate an algorithm for finding community structures in graphs on our
test data. The most common approach for detecting community structures in
graphs has been proposed by Girvan and Newman [19] in 2002.

Fundamentals The Girvan and Newman algorithm is a method building a
hierarchical clustering of a graph. It starts with the graph and removes edges
step by step splitting up the graph in communities. The result of the approach
is a dendogram of communities of the graph.
The edge that should be removed in each step is determined through Edge Be-
tweenness. The betweenness of an edge is defined by the number of shortest
paths containing this edge. The edge with maximum betweenness in a graph is
very probable to be the edge that is between two dense components of nodes.

Using these computations the algorithm starts with a graph and computes
the edge with the highest betweenness and removes it from the graph. For the
resulting graph the edge betweenness is recomputed an the corresponding edge
is removed again. Step-by-step edges that are between communities of nodes
are removed from the graph, resulting in a hierarchical clustering starting from
single nodes to the whole graph.

Problematic with this approach is that the resulting dendogram still has to
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be interpreted correctly. An appropriate number of communities has to be cho-
sen. It is possible to either choose a fine granular communities or bigger ones
that are not that closely connected.

When we consider the example graph from above and compute the shortest
paths between all vertices, the following edge betweenness values are computed
(Figure 6.4):

Figure 6.4: The edge betweenness values for the example graph before the first split.

The algorithm obviously has detected two communities in the graph. The
part on the left side and the part on the right side. Unfortunately two edges
have the maximum betweenness and therefore one random edge of those has to
be removed. In our example we remove the correct edge (d, e) resulting in the
graph of Figure 6.5 with new betweenness values for the edges.

Figure 6.5: The first edge has been removed and the edge betweenness for the resulting
components has been recomputed.

The resulting two graph components can be split via the again via edge
betweenness (Figure 6.6):
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Figure 6.6: The removal of the second edge has in 4 components and new edge be-
tweenness values for them.

After this step the results seem very close to the optimal clustering for solving
the problem of instance matching. Only the cluster containing e and g is still
wrong and could be split in the next step, but there is no clear criteria why it
should be split up and the other two clusters should not.

For the evaluation we only want to split up equivalence classes that have a
bad precision in the closure. Because of that we consider the clustering coeffi-
cient as a criteria for classes with a low precision. Since in this experiment we
want to split up equivalence classes by using the edge betweenness, we focus
on the bad connected ones. Our idea is that we only have to remove very few
edges that inter-connect highly connected regions with each other and therefore
gain a higher precision in the closure.

From the clustering coefficient analyzes above, we observe that the precision
of the transitive closure drops drastically when the clustering coefficient gets
smaller than 0.7. In the case of coefficients between 0.6 and 0.7, most classes are
of size 3, having 2 links. Applying edge betweenness to these would not lead to
a satisfactory result, because the structure does not include any communities.
Hence, we only apply the edge betweenness approach to equivalence class with
clustering coefficient smaller than 0.6. The remaining classes are just added to
the result set without any transformation.

First of all, we present the results for the transitive closure after using the
community detection approach on the results of SLINT+ and PARIS in Table
6.5. We present the precision together with the size of the closure. For SLINT+
the precision has slightly improved on the higher thresholds from 0.57 to 0.60
and for the threshold of 0.75 from 0.40 to 0.48. In contrast to that the quality
was impaired at the lowest threshold.

The precision for PARIS has hardly changed at all. We only observe an
improvement at a threshold of 0.75 from 0.44 to 0.46, but also the number of
results of the closure has only slightly changed. We believe that the community
detection for most equivalence classes of this size does not work well, since
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mainly the structure of the graph is considered and the similarity values hardly
influence the computation of edge betweenness.

Table 6.5: Precision of the closure and the size for the edge betweenness approach.

Θ SLINT+ PARIS
Precision Size Precision Size

0.95 0.60 (+0.03) 5,033 0.50 (+0.00) 6,455
0.75 0.48 (+0.08) 8,772 0.46 (+0.02) 9,105
0.50 0.14 (-0.03) 14,355 0.32 (+0.01) 16,869

The combined results of the originally created links and the transitive closures
in Table 6.6 are very similar to the original results of the systems. Community
detection for SLINT+ has impaired the recall under 10%. The precision on the
other hand is improved for the lower thresholds from 0.59 to 0.61 and from 0.50
to 0.54, but for the threshold of 0.95 the precision decreased from 0.76 to only
0.71.
The precision for PARIS has only been improved at a threshold of 0.75 from
0.76 to 0.78. The precision on the lowest threshold has not changed at all, and
the precision at the highest threshold decreased from 0.86 to 0.85.

Table 6.6: Overall Precision and Recall for the edge betweenness approach.

Theta SLINT+ PARIS
Precision Recall Precision Recall

0.95 0.71 (-0.05) 0.20 (-0.03) 0.85 (-0.01) 0.83 (-0.05)
0.75 0.61 (+0.02) 0.29 (-0.02) 0.78 (+0.02) 0.90 (-0.01)
0.50 0.54 (+0.04) 0.49 (-0.01) 0.62 (+0.00) 0.93 (-0.07)

Community Detection with Edge Betweenness can improve the results, but
in most our experiments did not. Unfortunately the clustering coefficient of
an equivalence class is not the way-to-go criteria to chose classes that should
be split up. The approach can detect communities in big classes, but in our
scenario this is often not the case. Our experiments with instance matching
systems have generated only few classes with more than 20 instances an the
bigger part of them has an awful precision, so just splitting them once is not
sufficient in most cases. Unfortunately the Girvan-Newman algorithm provides
no information of when graphs should be split and in which cases it is not sen-
sible due to the structure of the graph.

All in all the community detection with edge betweenness seems not applica-
ble for solving the transitivity problem in instance matching.

6.4 Markov Clustering

In the previous sections we observed that removing edges to split up big equiva-
lence classes can improve the quality of transitive closures. We saw that simply
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removing the minimum weighted edges from the results does not result in major
improvements. Influenced by clustering techniques and the idea of complete-
linkage clusters, we saw that computing maximum cliques in equivalence classes
is a way of getting high quality results. We tried to relax the restrictions of the
complete-linkage criteria and used community detection for graphs. The results
were more promising since the recall was still high, but it was problematic to
find the right number of splits for the different equivalence classes. Therefore,
in this chapter we analyze an approach that also detects communities, but that
has already been used for similar tasks in other domains.

From clustering methods for duplicate detection it is known that partitioning
bigger equivalence classes and gaining a higher overall precision and especially
improving the results of the transitive closure is possible [24].
Hassazadeh et al. evaluated several clustering techniques for duplicate detection
in databases. The major drawback is that the input parameters for choosing the
right cluster granularity has to be chosen right to obtain good results. We eval-
uate the algorithm on our dataset using the authors implementation of Markov
Clustering1 for three different parameter configurations.

Markov Clustering by van Dongen [44] is a clustering algorithm for undirected
weighted graphs based on random walks simulating the flow in the graph. Due
to van Dongen the following four statements can made about random walks
such graphs:

• The number of higher length paths in G is large for pairs of vertices lying
in the same dense cluster, and small for pairs of vertices belonging to
different clusters.

• A random walk in G that visits a dense cluster will likely not leave the
cluster until many of its vertices have been visited.

• Considering all shortest paths between all pairs of vertices of G, links
between different dense clusters are likely to be in many shortest paths.

The graph is represented in the form of a symmetric adjacency matrix A with
the similarity between node i and j at the position Ai,j . If for some pair i, j
no match has been found the value in the matrix is set to 0. Since the Markov
Clustering Algorithm works with random walks, the matrix A is transformed
into a column stochastic matrix S.
To come back to instance matching, we again consider the given equivalence
classes as graphs. For the example graph (see Figure 6.1) we can construct a
adjacency matrix A:

1http://micans.org/mcl/
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A =



1.00 0.96 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.96 1.00 0.93 0.79 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.93 1.00 0.79 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.79 0.79 1.00 0.85 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.85 1.00 0.67 0.58 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.67 1.00 0.00 0.82 0.00 0.97
0.00 0.00 0.00 0.00 0.58 0.00 1.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.81 0.00 1.00 0.92 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.92 1.00 0.89
0.00 0.00 0.00 0.00 0.00 0.97 0.00 0.00 0.89 1.00



The given adjacency matrix representing the equivalence class can be trans-
formed into a stochastic matrix S on which we can perform the random walks.
In matrix S each column sums up to 1. The values in each column are probabil-
ities calculated by the similarity values that the node representing the column
is identical to the node represented to the row. The probability in Ai,j is the
probability to go from node i to node j. Thus the matrix is not symmetric
anymore.

S =



0.500 0.264 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
0.500 0.264 0.352 0.242 0.000 0.000 0.000 0.000 0.000 0.000
0.000 0.255 0.352 0.239 0.000 0.000 0.000 0.000 0.000 0.000
0.000 0.217 0.295 0.260 0.288 0.000 0.000 0.000 0.000 0.000
0.000 0.000 0.000 0.260 0.288 0.196 0.500 0.000 0.000 0.000
0.000 0.000 0.000 0.000 0.227 0.284 0.000 0.306 0.000 0.343
0.000 0.000 0.000 0.000 0.197 0.000 0.500 0.000 0.000 0.000
0.000 0.000 0.000 0.000 0.000 0.237 0.000 0.347 0.337 0.000
0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.347 0.337 0.314
0.000 0.000 0.000 0.000 0.000 0.284 0.000 0.000 0.326 0.343



The matrix is transformed two basic operations that simulate random walks
on the graph. These operations, inflation and expansion, are performed in
alternating order until the matrix converges and a clustering is found.

Expansion Given the matrix S, the expansion step is performed by squaring
the matrix, resulting in S2 = S · S. For our example this would result in the
matrix S2. The new matrix consists of all probabilities to get from node i to
node j with two steps. Hence, matrix elements that have been 0 in the last
step can have a positive value right now.
In terms of the clustering problem, in this step, random walks with high length
in the same cluster, are favored. Thus the flow inside of a cluster is enhanced
which separates the graph.
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S2 =



0.382 0.201 0.093 0.064 0.000 0.000 0.000 0.000 0.000 0.000
0.382 0.344 0.288 0.211 0.070 0.000 0.000 0.000 0.000 0.000
0.128 0.209 0.285 0.208 0.069 0.000 0.000 0.000 0.000 0.000
0.109 0.189 0.257 0.265 0.158 0.056 0.144 0.000 0.000 0.000
0.000 0.056 0.077 0.142 0.301 0.112 0.394 0.060 0.000 0.067
0.000 0.000 0.000 0.059 0.130 0.295 0.114 0.193 0.215 0.215
0.000 0.000 0.000 0.051 0.155 0.039 0.348 0.000 0.000 0.000
0.000 0.000 0.000 0.000 0.054 0.149 0.000 0.310 0.231 0.187
0.000 0.000 0.000 0.000 0.000 0.171 0.000 0.238 0.333 0.214
0.000 0.000 0.000 0.000 0.064 0.178 0.000 0.200 0.222 0.317



Inflation This step takes a real value r greater than 1 as input. The values of
all columns are exponentiated with this value r. Since after this step the sum of
the values in a column do not add up to 1 anymore, the values are normalized
by the column sum. This step increases higher probability values and decreases
values with lower probability values, hence more probable walks are favored
over less probable walks.
In terms of the graph, edges inside of a clusters are boosted and others are
denoted. For our example we took an inflation factor r = 2, resulting in the
matrix below. Higher inflation values lead to a finer granularity of the clusters
and in our case a lower recall. The default value of the implementation is 2.0,
but according to the author also values between 1.1 and 10 lead to good results.
Hence we evaluate the algorithm for 2.0, 4.0 and 6.0.

I(S2) =



0.456 0.168 0.035 0.022 0.000 0.000 0.000 0.000 0.000 0.000
0.456 0.490 0.340 0.235 0.028 0.000 0.000 0.000 0.000 0.000
0.051 0.181 0.331 0.229 0.027 0.000 0.000 0.000 0.000 0.000
0.037 0.148 0.270 0.374 0.144 0.017 0.067 0.000 0.000 0.000
0.000 0.013 0.024 0.108 0.523 0.067 0.501 0.015 0.000 0.019
0.000 0.000 0.000 0.019 0.098 0.463 0.042 0.159 0.178 0.199
0.000 0.000 0.000 0.014 0.139 0.008 0.391 0.000 0.000 0.000
0.000 0.000 0.000 0.000 0.017 0.119 0.000 0.412 0.205 0.151
0.000 0.000 0.000 0.000 0.000 0.157 0.000 0.242 0.428 0.197
0.000 0.000 0.000 0.000 0.024 0.169 0.000 0.171 0.189 0.434



The algorithm performs expansion and inflation on the matrix S in alternat-
ing orders until the change to the resulting matrix is under a certain threshold.
Normally this process is converging after some iterations. For our example the
process has stopped after 22 iterations resulting into 3 clusters for the inflation
value of 2 in the graph below.
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Figure 6.7: The example equivalence graph after applying Markov Clustering with
inflation factor 2.0. The result consists of 3 clusters.

Markov Clustering on the example graph resulted into 3 clusters with a pre-
cision of 0.78. The precision of the closure is 0.50 which leads to an overall
precision of 0.69. Unfortunately the resulting precision is lower than the one
produced by our edge betweenness approach, but without any tuning of the
parameters.

We have evaluated Markov Clustering for different inflation values 2.0, 4.0
and 6.0 (see Table 6.7). For SLINT+ inflation value of 6.0 has lead to results
with highest quality results. At a threshold of 0.95 the precision has been im-
proved from 0.57 to 0.72 and at the lowest threshold from only 0.17 to 0.29.
This is an increase of over 70% in quality.
But not only the results of SLINT+ has been improved, but also the transitive
closure of the results created by PARIS are better. Also the inflation value
of 6.0 has lead to the best results here. The quality of the closure has been
improved from 0.50 to 0.69 for the highest threshold. For the other thresholds
also an increase of the precision in the same magnitude can be observed.

Summed up we observe that Markov Clustering lead to improvements of over
30% with regard to the transitive closure.

Table 6.7: Precision results for the transitive closure after applying Markov Clustering.
Θ/Inflation SLINT+ PARIS

2.0 4.0 6.0 2.0 4.0 6.0
Precision Precision Precision Precision Precision Precision

0.95 0.66 (+0.09) 0.63 (+0.06) 0.72 (+0.15) 0.71 (+0.21) 0.64 (+0.14) 0.69 (+0.19)
0.75 0.46 (+0.06) 0.48 (+0.08) 0.53 (+0.13) 0.53 (+0.09) 0.55 (+0.11) 0.59 (+0.15)
0.50 0.19 (+0.02) 0.24 (+0.07) 0.29 (+0.12) 0.38 (+0.07) 0.43 (+0.12) 0.49 (+0.18)

Another interesting analysis is how the overall precision is influenced by
Markov Clustering. First we present the results for PARIS in Table 6.8. We
observe that even with the smallest inflation value the quality is improved for
the lower thresholds, but the improvement of quality grows the higher the in-
flation value gets. For an inflation of 6.0 the precision for the threshold 0.95
has been not improved, but for the threshold of 0.75 it increased from 0.76 to
0.79 and at the lowest threshold even from 0.62 up to 0.74. The recall on the
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other hand has dropped on the highest threshold from 0.88 to 0.79 but is not
impaired on the lowest threshold.

Table 6.8: Precision and Recall for Markov Clustering on PARIS results.
Θ/Inflation 2.0 4.0 6.0

Precision Recall Precision Recall Precision Recall
0.95 0.85 (-0.01) 0.80 (-0.08) 0.86 (+0.00) 0.80 (-0.08) 0.85 (-0.01) 0.79 (-0.09)
0.75 0.80 (+0.04) 0.91 (+0.00) 0.80 (+0.04) 0.86 (-0.05) 0.79 (+0.03) 0.85 (-0.06)
0.50 0.67 (+0.05) 0.99 (-0.01) 0.68 (+0.06) 0.92 (-0.08) 0.74 (+0.12) 0.99 (-0.01)

The combined results for the closure and the original results of SLINT+ in
Table 6.9 have shown great improvements. For the inflation of 2.0 nearly no
change in quality can be observed, but also the recall has only slightly changed.
Markov Clustering with an inflation value of 2.0 for the results of SLINT+
has only eliminated only 4 links in the closure at a threshold of 0.95, hence
the precision has only changed from 0.76 to 0.75. In the experiment for the
threshold of 0.50 we have observed a improvement of quality from 0.50 to 0.54.
The best results are observed with an inflation of 6.0. We have an improvement
in precision from 0.76 to 0.85 at 0.95 which is a an improvement of over 20%.
For the threshold 0.50 we have even observed an increase from 0.50 to 0.71
without any loss in recall. An increase of the recall, like shown by the results, is
not possible, since we just removed some of the created owl:sameAs links. The
small increases are an error caused by our sampling method.

Table 6.9: Precision and Recall for Markov Clustering on SLINT+ results.
Θ/Inflation 2.0 4.0 6.0

Precision Recall Precision Recall Precision Recall
0.95 0.75 (-0.01) 0.23 (+0.00) 0.75 (-0.01) 0.21 (-0.02) 0.84 (+0.08) 0.22 (-0.01)
0.75 0.58 (+0.01) 0.30 (-0.01) 0.67 (+0.08) 0.29 (-0.02) 0.70 (+0.11) 0.27 (-0.04)
0.50 0.54 (+0.04) 0.52 (+0.02) 0.60 (+0.10) 0.50 (+0.00) 0.71 (+0.21) 0.51 (+0.01)

All in all the results of Markov Clustering show great improvements of quality
in the transitive closure. The precision for the transitive closure of SLINT+’s
results have even been improved by over 50%. For PARIS also improvements
in the closure with of over 30% is achieved. When taking into account not only
the closure, but also the original results we can also observe higher precision
without loss in recall. SLINT+’s quality increased on average over 15%. For
PARIS on the other hand a slightly worse precision on the highest threshold
was observed, but a increase of about 10% at a threshold of 0.50 without a loss
in recall.

We believe that using clustering techniques for instance matching of Linked
Data is a great possibility to enhance quality with regard to the transitive
closure. Since we have only evaluated the experiments by taking samples of
size 100, we still have a small error rate of about 7.5%. But since all our
experiments have shown a big improvement by applying Markov Clustering, we
assume that a detailed analysis would yield similar results.
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Our goal was to find a technique that can split up faulty equivalence classes
to reduce the number of wrong links in the transitive closures of instance match-
ing systems. We have started with basic approaches that remove random or
minimum edges from a class as a baseline. Even this idea lead to improvements
in some cases, but also to a worse quality in other cases. All in all this ap-
proach lead to very inconsistent results. Therefore we took an approach that
is inspired by complete-linkage clustering. We only took complete subgraphs
of the equivalence classes of instances and evaluated the precision. This ap-
proach lead to high quality results in the case of PARIS, but with the drawback
of a low recall value. Unfortunately the approach did not work well for SLINT+.

However we have shown that a high clustering coefficient leads to high pre-
cision, we tried an approach similar to the complete subgraph idea, but a less
restrictive one to obtain a higher recall. The Girvan-Newman algorithm for
community detection was applied to the instance matching results, but did
only result into slightly better quality. One of the main reasons for that is,
that the given equivalence classes are too small for community detection on
just a structural level. Additionally the Girvan-Newman algorithms does de-
tect a fixed number of communities, but builds a dendogram. Finding the right
number of communities is still a difficult task.

From the duplicate detection we have learned that Markov Clustering is work-
ing very well with grouping duplicates [24]. When we compare the results of
Markov Clustering to all other approaches, we observe a big improvement of
quality with a increase of precision of over 30% with regard to the closure. That
is why we believe that Markov Clustering is the right solution for the problems
we have observed in the previous chapter.
All in all our results show that Markov Clustering can improve the results, but
does not solve the problem of transitive closures in instance matching.
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The number of Linked Data available on the web has grown in the last years
to over 150 million entities represented in the RDF format. The major benefit
in comparison to the classical WWW is the possibility to query this data in
a joint-fashion like a normal database. Unfortunately, the data distributed in
over 300 different data stores lacks of inter-linkage, which is necessary to use the
information alltogether. The owl:sameAs links between instances representing
real-world objects belong to the most important methods for remedy this prob-
lem. Finding those links automatically is a topic in research for several years.
These instance matching systems seem to perform well on artifical benchmarks,
but when linking a big amount of real-world data from multiple data stores a
problem with regard to the quality can be observed. Even though the originally
created results have a precision of over 80 % of the owl:sameAs links being cor-
rect, the transitive closure of the links being created by the systems, show fatal
precision. At low similarity thresholds of 0.50 only every fifth link returned
by the system is correct. When taking into account these links, the combined
precision decreases with more than 10%.
Our results show that solving the quality problem with the transitive closures,
the performance of the systems can be improved for reliable data inter-linking.
Therefore, we have made a detailed analysis of the quality problems in the
closure. First of all, we have observed that small equivalence classes already
have high precision, but that more than half of the links in the closure of larger
classes is incorrect. To tackle this problem, we try to split up the classes by
removing some of the owl:sameAs links that have been created.
Our work involves several approaches from simple baseline approaches to com-
plex clustering algorithms, see Table 7.1. To our surprise the edge betweenness
approach did not lead to an improvement of quality. Using edge betweenness
does not compute a fixed number of communities, but builts a dendrogram. We
believe that particularly the determination of the correct number of communi-
ties is a problem here which is not solved by the approach itself.
Markov Clustering, on the other hand, also has one input parameter for tuning
the granularity of clustering, but already provides good results when using the
default parameters. Our results show that Markov Clustering on equivalence
classes can, indeed, improve the quality of the transitive closure in instance
matching with more than 30%.
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Table 7.1: The precision of the transitive closures of the instances matching systems
after applying our different approaches.

Approach SLINT+ PARIS
0.95 0.75 0.50 0.95 0.75 0.50

Original 0.57 0.40 0.17 0.50 0.44 0.31
Remove Random 0.58 0.52 0.34 0.66 0.46 0.26
Remove Minimum 0.72 0.50 0.14 0.52 0.52 0.30
Edge Betweenness 0.60 0.48 0.14 0.50 0.46 0.32
Markov Clustering 0.71 0.53 0.38 0.69 0.59 0.49

Even though our results show great improvements in the quality of transitive
closures in instance matching of Linked Data, the problem is still not optimally
solved. The first step to reliable instance matching should be a bigger bench-
mark with a gold standard for an evaluation of instance matching systems. We
believe that the recall in all our experiments is heavily over estimated. Given a
gold standard with real-world data, instance matching systems could not only
focus on the quality, but also on the number of correct results returned.
Furthermore, not only Markov Clustering should be evaluated for instance
matching of Linked Data, but also other clustering algorithms that have al-
ready been used for duplicate detection should be compared [24]. Right now,
it is not certain that Markov Clustering is the best approach for solving the
transitivity problem.
Since the quality of closures is still not optimal, we would propose a manual val-
idation process with workers from the crowd. Such crowd sourcing approaches
have already been successfully used to validate the results in schema matching
systems, so they also should provide good results for the problem of instance
matching. Our work gives a good analysis of problematic equivalence classes
that later on could be validated manually without the need of too much effort.
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