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A typical Web search engine:

Overview of Web Retrieval
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Lecture 11:

Web Crawling

1. How the Web Works

2. Web Crawling
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The Web
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The World Wide Web

=

Resources + hyperlinks



Web Resources are uniquely identified by

Uniform Resource Identifiers (URIs):

Web Resources
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foo://example.com:8042/over/there?name=ferret#nose

Scheme Authority Path Query
Fragment

Most common:

HTTP, the Hypertext Transfer Protocol



Typical HTTP URIs look like this:

HTTP
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http://www.google.com/search?q=ifis

Host Absolute path

Query

http://en.wikipedia.org/wiki/New_South_Wales#History

Fragment



ÅIn HTTP, every URI has a normalized form

ÅNormalization affects:

ï(Un)quoting of special characters (e.g. %7E represents ~)

ïCase normalization (i.e. transform the hostname to lowercase)

ïRemove the default port (HTTPõs default port is 80)

ïRemove path segments ò.ó and ò..ó

ïé

Normalized URIs
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http://abc.COM:80/~smith/home.html
http://ABC.com/%7Esmith/home.html
http://ABC.com:/%7Esmith/home.html?
http://abc.com:/~smith/../~smith/home.html?
http://ABC.com/././~smith/home.html

http://abc.com/~smith/home.html



ÅHTTP is a request/response standard between

a client and a server

ÅHTTP works on top of TCP/IP

ïServers are identified by IP addresses (e.g. 134.169.32.171)

ïHostnames are mapped to IP adressesusing

the Domain Name System (DNS)

ïThere is a many -to -many relationship between

IP addresses and hostnames

How Does HTTP Work?
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(1) Client sends request

(2) Server sends response
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ÅTCP/IP is based on IP addresses

ÅTherefore: When some client want to contact the host 

www.google.com , it has to look up the hostõs IP 

address first

How Does HTTP Work? (2)
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DNS server

Web server

Client



ÅHow do HTTP requests look like?

ÅExample: http://www.google.com/search?q=ifis

HTTP request:

GET / search?q =ifis HTTP/1.1 [CRLF]

Host: www.google.com [CRLF]

Connection: close [CRLF]

User- Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.0) [CRLF]

Accept - Encoding: gzip [CRLF]

Accept - Charset : ISO - 8859- 1,UTF- 8;q=0.7,*;q=0.7 [CRLF]

Cache- Control: no [CRLF]

Accept - Language: de,en;q =0.7,en - us;q=0.3 [CRLF]

[CRLF]

How Does HTTP Work? (3)
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Carriage return

followed by line feed

òGETó request method

Name of resource

Hostname (since there could be different 

hosts having the same IP address)



ÅMatching HTTP response of www.google.com:

HTTP/1.1 200 OK [CRLF]

Cache- Control: private, max - age=0[CRLF]

Date: Tue, 27 Jan 2009 10:03:57 GMT [CRLF]

Expires: - 1[CRLF]

Content - Type: text/html; charset =UTF- 8[CRLF]

Server: gws[CRLF]

Transfer - Encoding: chunked [CRLF]

[CRLF]

<! doctype html><head><meta http - equiv=content - type content="text/html; 
charset =UTF- 8"><title> ifis - Google 
Search</title><script></script><style>
[é]

How Does HTTP Work? (4)
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Status code

(200 means

òresource foundó)

Some information 

related to caching

MIME type of this resource

The resource itself
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ÅImportant types of HTTP requests are:

ïGET:

Requests a representation of the specified resource

ïHEAD:

Asks for the response identical to the one that would 

correspond to a GET request, but without the response body

(useful to determine whether the resource has changed)

ïPOST:

Submits data to be processed (e.g., from an HTML form) to

the identified resource, which may result in the creation of a 

new resource or the updates of existing resources or both

How Does HTTP Work? (5)
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ÅImportant types of HTTP status codes are:

ï200 (OK): Standard response for successful HTTP requests

ï301 (Moved Permanently): This and all future requests 

should be directed to a given URI

ï302 (Found / Moved Temporarily): Only this request 

should be directed to a given URI

ï304 (Not Modified): The resource has not been modified 

since last requested

ï404 (Not Found): The requested resource could not be found

(but may be available again in the future)

ï410 (Gone): The resource requested is no longer available 

(will not be available again)

How Does HTTP Work? (6)
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ÅWhat we have learned:

ïHow Web resources are identified (URIs)

ïHow Web resources can be retrieved (HTTP)

ÅWhatõs still missing: How do resources look like?

ÅMost web resources are of MIME type text/html,

i.e. they are text documents written using HTML

ÅHTML stands for

Hypertext Markup Language

ÅHTML was invented by

Tim Berners-Lee in 1991

HTML
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ÅHTML is a markup language, i.e., it provides means to 

describe the structure of text-based information in

a document

ÅIn HTML you can denote certain text asé

ïHeadings:
<h1>Main heading</h1>  <h2>Sub Heading</h2>

ïParagraphs:
<p>Some text...</p>

ïLists:
<ul ><li >First item</ li ><li >Second item</ li ></ ul >

ïLinks:
<a href ="http://www.google.com">Link to Google</a>

ïé

HTML (2)
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<!DOCTYPE HTML PUBLIC "- //W3C//DTD HTML 4.01//EN"

"http://www.w3.org/TR/html4/strict.dtd">

<html>

<body>

<h1>Main Heading</h1>

<p>Some text</p>

<p>

Next paragraph containing a

<a href ="http://www.yahoo.com">link</a>.

</p>

<h2>Sub heading</h2>

<p>Some list:</p>

<ul ><li >Item 1</ li ><li >Item 2</ li ></ ul >

<p>Again, some text</p>

</body>

</html>

HTML (3)
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ÅCurrently, HTML is available in many different versions:

ï1995: HTML 2.0   (based on SGML)

ï1997: HTML 3.2

ï1997: HTML 4.0

ï1999: HTML 4.01

ï2000: òISO HTMLó

ï2000: XHTML 1.0   (based on XML)

ï2001: XHTML 1.1

ïHTML 5  

HTML (4)
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ÅBefore 1989

ïHypertext and the Internet are separate, unconnected ideas

Å1989

ïThe English physicist Tim Berners -Lee is working at CERN,

the European Organization for Nuclear Research, in Geneva

ïHe recognizes an important problem: Researchers from 

around the world needed to share data,

with no common presentation software

ïHe wrote a proposal for òa large hypertext database with

typed linksó, but it generated little interest, so he began 

implementing this system on a NeXT workstation

The Beginnings of the Web
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Berners -Leeõs NeXTcube :

Å25 MHz CPU, 8 MBð64 MB RAM

The Beginnings of the Web
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Å1990

ïCERN computer scientist Robert Cailliau joins

Berners-Leeõs vision and rewrites the proposal

ïBoth present their idea at the European Conference on 

Hypertext Technology but find no vendors who support them

ïThe name World Wide Web is born

ïBy Christmas 1990, all tools for a working Web have been 

created by Berners-Lee:

ÅHTML

ÅHTTP

ÅA Web server software: CERN httpd

ÅA Web server: http://info.cern.ch

ÅA Web browser/editor: WorldWideWeb (runs only on NeXT)

The Beginnings of the Web
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The first Web browser:

The Beginnings of the Web
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Å1991

ïNicola Pellowcreates a simple text browser that

could run on almost any computer

ïTo encourage use within CERN, they put the CERN 

telephone directory on the Web, which previously was 

located on a mainframe

ïBerners-Lee announces the Web in the alt.hypertext

newsgroup:

òThe WorldWideWeb (WWW) project aims to allow all links 

to be made to any information anywhere. [...] The WWW 

project was started to allow high energy physicists to share 

data, news, and documentation. We are very interested in 

spreading the web to other areas, and having gateway servers 

for other data. Collaborators welcome!ó

The Beginnings of the Web
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Å1993

ïThe Web spreads around the world

ïThe graphical Web browser Mosaic is developed by a team at 

the National Center for Supercomputing Applications (NCSA) 

at the University of Illinois at Urbana-Champaign; the team is 

led by the later founder of Netscape, Marc Andreessen

Å1994

ïNetscape is founded

ïMosaic becomes the Netscape Navigator

ïThe World Wide Web Consortium (W3C) is founded by 

Berners-Lee at the Massachusetts Institute of Technology with 

support from the Defense Advanced Research Projects Agency 

(DARPA) and the European Commission

The Beginnings of the Web
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Lecture 11:

Web Crawling

1. How the Web Works

2. Web Crawling
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ÅA basic crawler (aka robot, bot , spider) consists of:

ïA queue of URIs to be visited

ïA method to retrieve Web resources and process HTTP data

ïA page parser to extract links from retrieved resources

ïA connection to the search engineõs indexer

ÅThe basic mode of operation:

1. Initialize the queue with URIs of known seed pages

2. Take URI from queue

3. Retrieve and parse page

4. Extract URIs from page

5. Add new URIs to queue

6. GOTO (2)

A Basic Crawler
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ÅThe Web is large: 60 billion pages (more or lessé)

ÅLetõs assume we want to crawl each page once a year

ÅHow many pages do we have to crawl per second then?

ï60,000,000,000 pages per year

ï5,000,000,000 pages per month

ï166,666,667 pages per day

ï6,944,444 pages per hour

ï115,740 pages per minute

ï1929 pages per second

ÅWell, it seems like we need a highly scalable crawleré

Problem Size
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ÅApart from scalability,

there are further issues

ÅHow to detect spam pages?

ÅHow to detect duplicates or pages already seen?

ÅHow to avoid spider traps?

ÅWe need many machines, how do we distribute?

ÅHow to handle latency problems?

ÅHow to limit the used bandwidth?

ÅHow deep should we crawl sites?

ÅHow to comply with the site ownerõswishes?

Further Complications
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ÅRobustness

ïGolden rule:

For every crawling problem you can (or cannot) think of,

there will be a Web page exhibiting this problem

ïWeb pages, URLs, HTTP responses,

and network traffic as such can be

malformed and might crash your software

ïTherefore, use very robust software

ïòVery robustó usually means non-standard

ïRobustness also refers to the ability to

avoid spider traps

MUST -Have Features
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ÅPoliteness

ïWeb site ownerõs usually have to pay for their Web traffic

ïDo not generate unnecessarily high traffic!

ïDo not slow down other peopleõs servers by òhammering,ó

i.e., keep the number of requests per time unit low!

ïObey explicit crawling policies set by site owners

(e.g. robots.txt)!

MUST -Have Features (2)
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ÅThe robot exclusion standard

ïExclude some resources from access by robots,

and thus from indexing by search engines

ïPut a file named robots.txt in your domainõs top-level 

directory (e.g. http://en.wikipedia.org/robots.txt),

which specifies what resources crawlers are allowed to access

ïCaution: This òstandardó is not a standard in the usual sense, 

itõs purely advisory!

ÅExamples:

ïAllow all robots to view all files:

User- agent: *
Disallow:

Robot Exclusion Standard
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ÅMore examples:

ïKeep all robots out:
User- agent: *
Disallow: /

ïExclude certain resources:
User- agent: *
Disallow: / cgi - bin/
Disallow: /private/

ïExclude a specific bot :
User- agent: BadBot
Disallow: /private/

ïLimit the number of requests per second:
Request - rate: 1/5

ïRecommend a visit time interval (in GMT):
Visit - time: 0600 - 0845

Robot Exclusion Standard
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